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Part	  3.	  Scientific	  Project	  Description	  	  
 
... 
...... 
... 

3.1 Rationale   
 
Camera equipped Unmanned Aerial Vehicles (UAVs) are about to be part of our everyday lives and civil 
use. They enable a manifold of exciting new services, with applications ranging from swarms of UAVs that 
can be used for 3D modeling and surveillance of large areas, to search and rescue and fire fighter missions.  
Also in Flanders, there is a broad interest in the use of camera equipped UAVs for a wide range of scenarios. 
However, as becomes evident when discussing the topic with industry leaders, next to the regulatory 
bottleneck, there are a couple of technical bottlenecks hampering the deployment of UAVs. First and 
foremost, there are safety concerns and reliability issues, both of the UAV operation itself as with respect to 
the communication link. A second one is ease-of-use when executing complex assignments, enabled with or 
without a wireless link. A third one (not addressed in this project) is limited battery life and flight times. To 
illustrate this, consider the example scenario of an off-shore wind foundation, that needs to be monitored 
intensively to maximize the lifetime of the system and guarantee timely detection of problems. The foundation 
is located at sea, where wireless (cellular, 4G) coverage is not guaranteed. Now imagine a UAV system that 
self-configures the wireless link, optimizing the probability of reliable communication with the UAV, even if 
the operator is not a wireless expert. Also, imagine this UAV to be aware of its environment, assisting the 
operator with various safety features similar to driver assistance in modern cars. Finally, imagine this UAV to 
have learning skills: having monitored wind mills several times eventually, it can learn how to perform certain 
tasks autonomously, even remotely, on wind mills where maybe only a very low throughput wireless control 
link can be provided.  Such UAV would remove major bottlenecks holding back their deployment in a wide 
range of application scenarios. The main scientific driver for OmniDrone is the need for ultra-reliable and 
easy-to-use UAVs, that can be exploited in a wide range of possible valorization cases.  
 
To enable an ultra-reliable and easy-to-use UAV, the OmniDrone project will invest intensively in the 
innovative concept of 3D depth-aware omnidirectional camera systems, i.e., 720 degree cameras. Such 
cameras will bring the much needed omnidirectional and depth-aware vision context information to the UAV, 
needed to autonomously gather information about the environment and assist the operator, taking into account 
mission and safety constraints. To achieve such 720 degree (3D depth aware 360 degree) video on a UAV, and 
ensure easy control, we need to innovate along the full 720 degree cognitive vision value chain: from 3D 
processing, to real-time implementation, to visual localization, to semantic analysis. 4 of the 6 involved 
research partners each cover an aspect of this 3D cognitive vision value chain. A 5th research partner then 
focuses on ultrareliable communication, achieved by mapping and opportunistically exploiting both 4G and 
WLAN wireless links. Finally, the legal and regulatory constraints are considered by a 6th partner.  The main 
technological objectives of OmniDrone, to achieve ultra-reliability and ease-of-use, are hence real-time, on 
board, 720 degree cognitive vision, and ultra-reliable wireless communication for seamless cooperation with 
the human operator.  
  
Camera equipped UAV systems used today for 
professional applications require a copter (typically 
an octocopter) with a camera that needs to be operated 
by a camera controller, and is piloted by at least one, 
skilled operator. Those heavy copters are subject to 
strict regulations, and can typically not be used on 
large events involving multiple people. The need for a 
skilled UAV and camera operator leads to a high 
operational cost and limits the application scenarios. 
This current situation, as well as further extensions 
that are envisaged by OmniDrone, are represented 
graphically in Fig. 1 and discussed in more detail 
below. Several technical breakthroughs are 
envisioned, to enable and exploit 720 degree 
technology for reliable and easy-to-use UAVs. 
 
 

Figure	   1:	   OmniDrone	   will	   enable	   real-‐time	   720	   degree	   camera	  
technology	   for	   UAVs,	   reliable	   operation	   through	   720	   degree	   scene	  
analysis	   and	   robust	   wireless	   communication	   and	   finally	   autonomy	   by	  
720	  degree	  vision	  and	  cognitive	  scene	  analysis. 
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OmniDrone will therefore first focus on the technology needed to enable 720 degree camera-equipped copters, 
with real-time omnidirectional depth-aware vision processing. Building on this, OmniDrone will bring 
reliable UAV operation to those systems by innovative 720 degree semantic analysis of the scene, including 
720 degree visual SLAM, 6DoF relocalization, person detection and re-identification. Reliable UAV operation 
will also be achieved by means of an interference-aware and adaptive multi-technology wireless link, 
achieving reliable tracking of, and communication with, the UAV in all scenarios, going from line of sight to 
non-line of sight. Further, OmniDrone will pioneer the development of cognitive algorithms that allow 
autonomous execution of specific navigation tasks of increasing complexity, using a data-driven learning 
procedure based on imitation learning, so that operation of the UAV becomes more robust and intuitive, and a 
single operator may even control multiple UAVs in parallel. With multiple UAVs in operation, novel view 
interpolation techniques between multiple 720 degree video feeds will be developed, providing further 
flexibility in postprocessing and hence removing the need for a camera operator. Time-critical processes will 
be optimized to run on-board of the UAV payload. Still, some of the cognitive enhancements requiring more 
processing power will run centrally in the OmniDrone system, as a pre-processing step before the user 
interaction or global system control.  It is important to note that the OmniDrone system does not refer to the 
UAV or multiple 720 degree cameras, but the whole system including the central control station and vision 
algorithms, communication link and finally the UAV(s) with embedded processing. This is in line with the 
definition of a UAS (unmanned aerial system) from [1].  
 
OmniDrone’s focus on 720 degree cameras as enabling breakthrough technology, reliable UAVs and ease-
of-use, was motivated after consulting actors relevant in the field, both in Flanders and abroad. These actors 
clearly confirmed that the main challenges to be solved are related to reliability and ease-of-use. The 
mechanical hardware challenges of flying have been addressed to a large extent, as becomes evident from the 
wide availability of commercial systems on the market today. What is lacking for their large scale deployment 
in practical use cases are mostly non-mechanical aspects: i) reliable communication for increased safety and 
robustness, ii) real-time processing of the 3D data for increased autonomy and fool proof use, and iii) software 
algorithms for increased context-awareness, safety, and novel creative applications, including collaboration 
among multiple cameras. This is exactly the OmniDrone focus. 
 
To enable real-time usage of the 720 degree information, the best strategy is to aim at more efficient 
processing, enabling high end applications as explained below, both on-board as well as in a central control 
unit, to which the UAV is connected via a high quality wireless connection. Our hypothesis is that reliable 
camera-equipped UAV applications can be achieved by UAVs equipped with customized processors and a 
reliable low latency wireless connection with the control station, without compromising application or mission 
performance. The systems can operate safely and reliably, while having a very high quality link with the single 
central controller to deliver control information or even a real-time video stream.  The embedded vision is 
powerful enough to avoid collisions with complex, possibly moving objects or humans. 
 
To boost ease-of-use of those systems, in versatile existing and yet to be defined applications, the best strategy 
is to improve the autonomy of the system, enabling it to take control of a lot of the functionality that is 
typically provided by the human operator and to self-configure the system as a function of the varying 
application requirements and mission context. Much like self-driving cars, self-flying UAVs will free the 
human operator from low-level control tasks and continuous supervision. This will allow applications where a 
single human controls multiple UAVs efficiently, as the human no longer has to be constantly in control of 
pathways or application specific framing or zooming functions, resulting in more economically viable 
solutions. Our hypothesis is that autonomy should be enabled at system level, allowing the (multiple) UAV(s) 
not only to decide on its path autonomously based on predefined rules and vision algorithms, but also allow the 
system to understand key aspects of its environment and wireless communication context relevant for the 
application. For instance, the system can recognize its environment (e.g. outdoors, in a factory or in a school), 
be aware of objects and persons contained therein and adapt its behavior and self-configure communication 
and processing based on this information. 
 
To ensure relevant outcomes for stakeholders in Flanders, four specific concrete driving valorization 
showcases have been selected for this research, based on consultation with the stakeholders: a traffic 
monitoring case, a broadcasting case, a surveillance case, and an inspection case. These cases will be used as 
driving forces to streamline the OmniDrone technical objectives, the scientific and valorization work. They 
have been selected as they allow to showcase all the OmniDrone technology, and will be used to streamline the 
technical discussions with the relevant stakeholders. We briefly summarize the different use cases below. 
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• For (static) traffic monitoring applications, ease-of-use means 720 degree cameras that can be 

mounted everywhere, with sufficient on-board processing to map and analyze the surrounding traffic 
in real-time. For this, 720 degree processing is needed, mapped on GPA and FPGA, so that high-
resolution footage can be achieved in real-time. Communication of the data with the central server 
enables to visualize the 3D omnidirectional information to the central traffic monitoring agent, now 
able to get a much richer view of the real-time traffic condition of important centers.  

• For the broadcasting application, ease-of-use means autonomous framing and stitching of multiple 
video feeds, so that the end user only has to take care of the creative post-processing and editing. 
Replacing hardware solutions for rotating and positioning of the camera by software solutions (using 
360 degrees recording via video stitching and free viewpoint video respectively), there’s no longer 
need for heavy mechanical framing structures and rotary actuators on the drone, resulting in lower 
weight payload, hence longer flight time and safer operation. High-end processing is required on the 
UAV to ensure real-time good quality video feeds, yet weight constraints of the payloads need to be 
considered. For real-time events, communication of the video footage to the central station is critical, 
especially when multiple (>4) 720 degree cameras (static or on a UAV) are used in a single area. To 
ensure real-time broadcasting of sport events, reliable high-throughput communication is needed, and 
to ensure safe operation even in crowded areas, it is necessary to detect and avoid pedestrians. 

• For surveillance applications, ease-of-use means mapping a certain area and monitoring ongoing 
activity in that area in a smart, efficient and effective way by integrating person detection, person 
context detection and scene analysis. Clearly, improved video footage can help the remote-controlled 
navigation as the user will have to consider less artefacts. Similarly, scene analysis has the potential to 
significantly enhance autonomous 3D modeling or improve the autonomy of vision-based indoor 
navigation. Omdirectional stereo vision will yield unseen advantages in this application, such as better 
obstacle avoidance, reliable person detection and precise localization. Surveillance also implies the 
real-time communication of events or even video footage to the central station, and it needs to be 
investigated what throughput, delay and reliability can be achieved indoor or outdoor, or even in 
remote areas such as overseas.  

• For inspection applications, ease-of-use means systems that can self-configure on the fly so that they 
work reliably in each situation (e.g., off-shore or on-land windmill monitoring requires a different 
wireless link). Also, systems adapt autonomously to windmill height and state, so that an optimal 
footage of the condition of the system is obtained, as autonomously as possible, only directed at a high 
level by an operator.  
 

Apart from these four showcases, we expect the OmniDrone concept to be valuable for an even broader range 
of applications, as will be determined during the course of the project with relevant stakeholders.  The 
valorization cases will drive the Proof-of-Concepts, as requested and desired by the IAC companies.  
 
In summary, the goal of the OmniDrone project is to provide solutions for communication and vision to 
achieve reliable UAV operation assisted by a cognitive control system, with the aim to enable novel, real-
time 3D applications with increased safety and ease-of-use.  
 
 

Below, we include a short list of key technical acronyms: 
ASIC 
ASIP 
CNN 
DoF 
FPGA 
GPA 
GPS 
GPU 
IAC 
LOS 
MAC  

Application Specific Integrated Circuit 
Application Specific Integrated Processor 
Convolutional Neural Network 
Degree of Freedom 
Field Programmable Gate Array 
General Purpose Architecture 
Global Positioning System 
Graphical Processing Unit  
Industrial Advisory Committee 
Line of Sight 
Medium Access Control 

IAC  
IR  
PDR 
PoC 
PTZ 
RPAS  
SLAM 
UAV  
UAS  
WLAN 
WP 

Industrial Advisory Committee  
Infra Red 
Packet Delivery Rate 
Proof of Concept  
Pan-Tilt-Zoom 
Remotely Piloted AerialSystem 
Simultaneous Localization and Mapping 
Unmanned Aerial Vehicle 
Unmanned Aerial System 
Wireless Local Area Network 
Work Package 
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3.2. Positioning with respect to the state-of-the-art  
  
In this section, we give a brief overview of the state-of-the-art, focusing on the most relevant works in UAV 
deployment in general (section 3.2.1), real-time 720 degree vision (section 3.2.2), on-board processing (section 
3.2.3), reliable wireless communication (section 3.2.4), reliable UAV operation (section 3.2.5), smart / easy-to-
use UAV operation (section 3.2.6) and applications in the context of our four different use cases: broadcasting, 
surveillance, inspection and traffic monitoring (section 3.2.7). 

3.2.1 Large potential of UAVs 

Over the last decade, the technology of UAV platforms in general and of the smaller, rotary blade type drones 
(quadrotors, hexacopters or octocopters) in particular has evolved enormously. Today, remotely operated 
UAVs for recreational purposes are already a commercial success. Indeed, the hardware has become mature 
with robust, lightweight and compact designs that do not break down with the first crash. This is combined with 
intuitive interfaces for easy flight control, stable auto-pilot software, and cheap cameras. The outcome is a 
series of  affordable systems that are fun to fly with.  
Beyond recreational use, this evolution brings lots of potential in the context of a wide range of commercial 
applications, including broadcasting, surveillance, and inspection (see below) as well as niche settings such as 
package delivery, search and rescue operations, dynamic selfies, or agriculture. And yet, to date, the number of 
commercial applications outside the toy market is still limited. We argue this is mostly because, in contrast to 
the UAV hardware platform itself, the periferal technology is still insufficiently developed. In particular, 
what is holding commercial applications back are mostly concerns related to i) regulations, ii) safety issues, iii) 
reliability, iv) ease-of-operation, iv) flight time and battery autonomy,  and v) availability of ready-to-use 
systems tuned towards specific application scenarios. 
Within the OmniDrone project we aim at overcoming these limitations, unlocking the full  potential of UAVs. 
As critical aspects towards this goal we identified: 

1) context awareness: to ensure safety and reliable operation, a UAV should be maximally aware of its 
environment. To ensure this, we will develop UAVs with real-time 720 degree vision. 

2) on-board processing: to ensure longer flight times and battery autonomy, on-board power-efficient 
computation is key; at the same time, this increases autonomy and reliability by reducing latency and 
dependency on the communication link.  

3) reliable wireless communication: A key aspect in terms of reliability is a trustworthy communication 
channel, both between the UAV and the ground as well as between multiple UAVs. 

4) reliable UAV operation: safety and reliability will be increased further by building sense-and-avoid 
capabilities based on the 720 degree vision system and by improving the ability of the drone to localize 
itself with respect to its environment even under challenging conditions.  

5) easy-to-use UAV operation: finally, we aim for a UAV that reacts appropriately to the presence of people 
and obstacles, recognizes scene types, and is capable of performing certain tasks autonomously, which 
further increases the safety, reliability and especially the ease-of-operation. 

3.2.2 Real-time 720 degree vision 

Most UAVs have one or more cameras on board. Most often this consists of one forward-looking camera and 
one downward-looking camera. However, this gives only a limited field-of-view and context-awareness. For 
instance, with this setup, it is not possible to fly backward in a safe manner when relying on vision for obstacle 
avoidance. That is why we see a gradual increase in the number of cameras mounted on commercial UAVs. For 
instance, the new DJI guidance system consists of five stereo heads combined with ultrasonic sensors in all 
directions. The challenge with more cameras consists in a swift processing of all the data. For the DJI 
example, 3D can only be computed for one stereo pair at a time, and the camera resolution is restricted as well.  
In the OmniDrone project, we will address this issue by developing power-efficient onboard processing. 
Additionally, to allow free selection of camera orientation, crucial in the world of professional broadcasting and 
cinematography, cameras on UAVs developed for these markets are mounted on a remote operable framework, 
driven by rotary actuators (servomotors). In this context each UAV requires not just one but two operators: one 
to fly the drone and one to operate the camera mechanisms. Instead, in the OmniDrone project, we envision the 
use of multi-head panoramic camera systems, that record the full viewing sphere in stereo, providing in 
real-time images+depth. This way, the use of heavy and expensive mechanical rotatable frameworks can be 
avoided. At the same time, a single operator suffices, as the orientation selection can be done by the drone or 
during post production.  
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The challenge lies in developing the proper image processing algorithms that generate an image output that is 
up to par for broadcast (and/or cinematographic) applications. Panoramic video is not new, however current 
systems often either assume objects at infinity (no disparities between the different cameras) or distort the 
image content due to a physically incorrect stitching process. Early methods minimize the pixel-to-pixel 
distance in the overlapping regions (similar to disparity estimation), while more modern methods use sparse 
features (such as SIFT [2] and SURF[3]) to determine the image overlap. These are demonstrated to be more 
robust and potentially faster, and can work for unordered image sets [4]. Pixel-based methods converge very 
slowly compared to feature-based methods, even when hierarchical [5] or Fourier-based [6]. Given a pair of 
images, both methods minimize the error in the overlapping region, by moving, rotating, or skewing the 
images. Extensions on this basic principle handle illumination differences [7] or use depth information from 
stereo cameras for better matching [8]. Once the optimal overlapping is determined, images are combined by 
selecting pixels from an image, or a combination of multiple images by averaging. Crossfading (or feathering) 
[9,10] uses a lower weight for pixels closer to the image borders. This can, however, cause ghosting or blurring 
when the registration is not perfect. Results improve when the seam between images is selected carefully, with 
the weighting not purely based on the distance to the image borders. A good method is placing the seams in 
regions where the overlap is good, such that only one image is used in regions where blending would cause 
ghosting. This can be realized using dynamic programming [11,12], graph cuts [13], Dijkstra's path finding 
method [14], or wavelet domain searching [15]. Once the seam is determined, blending is still required for 
exposure differences and non-compensated alignment errors. Feathering is one way, but Laplacian blending 
[16], gradient domain blending [17,18,19,20], and explicit exposure matching [21] are shown to give better 
results.  

The OmniDrone 720 degree camera will be an extension of earlier 
work by partner EDM (see Figure 2). It will involve a UAV-
specific (real-time) spherical sweeping algorithm, based on the 
more mature plane sweeping algorithms. Different depth 
hypotheses are tested and the optimal one is selected for different 
portions of the scene using a pixel-wise winner-takes-all approach 
or a global optimization method, such as graph cuts [22]. The 
technology is originally from Collins [23] and has a real-time 
potential. Multiple extensions have been proposed, which increase 
the overall quality or speed of the method. This includes 
segmentation of the input images [24] and depth plane hypotheses 
redistribution based on the scene [25,26]. In contrast to many 
existing stitching algorithms, the recovered depth information from the sphere sweeping process will be used to 
create a depth-aware stitching process that is able to stitch the images in a seamless and physically correct 
manner. The advantage of this approach is that all camera redundancy (which needs to be there for depth 
estimation anyways) becomes obsolete, inferring less constraints on the data communication and opening up 
the possibility of an ‘unmanned’ (remote) camera operation.  

 

3.2.3 On-board processing 

On UAVs, real-time processing is required. Offline processing on a remote server, after sending the data over a 
wireless link, is sometimes possible but not always. Moreover, it introduces additional delay, introduces  
dependence on the quality of the communication link, and is very power consuming given the large bandwidth 
(if enough bandwidth is available at all). On-board processing is therefore preferred, but this puts weight and 
power consumption constraints if we do not want to negatively impact flight time.  
The currently preferred platforms for embedded image processing are Graphical Processing Units (GPUs) [27]. 
These processors are optimized for highly parallel computations hence allowing to exploit the parallelism found 
in pixel-wise processing kernels [28]. However, such GPUs often come with extensive power budgets in the 
order of 100Watts or more [29]. The implications this has towards cooling and its weight prevents integration 
on drones. Low power variants exist (e.g. NVidia’s Ultra-Low-Power GeForce GPU, or ARM’s Mali [30]), yet 
with a significant impact on its computational throughput, diving well below 100Gflops [28].   

 

In the context of OmniDrone, the computationally most intensive processing step required is the depth 
extraction from the multiple raw camera streams. The computational complexity of this step moreover rises 
with the desired depth resolution and number of utilized cameras, requiring about 10,000 Gflops for medium 
accuracy under real time operation (6 cameras, 100 depths, 8Mpixels) [25].  Moving to less dense image 
processing algorithms, as is frequently done (e.g. [31]), helps, but is not acceptable for reliable, robust UAV 
operation. More efficient implementations on dedicated chips (ASICs, or Application Specific Integrated 

Figure	  2:	  An	  omnidirectional	  (360	  degree)	  camera	  
system	  developed	  by	  partner	  EDM.	  
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Circuits) mapping the exact algorithm could bring the required efficiency, without compromising accuracy [32]. 
However, this goes at the expense of flexibility and programmability. An interesting programmable, yet 
efficient alternative is the development of processors, enhanced with a custom instruction set, or hardware 
accelerators, also called ASIPs (Application specific Instruction-set Processors) [33]. This approach has 
proven successful for several vision processing tasks, achieving near-ASIC efficiencies, far beyond GPU 
efficiencies, yet, while maintainin, g post-fabrication programmability [33]. It is yet to be explored towards 
real-time 360 degree 3D extraction within power budgets in the order of only a few Watts. 
 

Person detection for UAVs is another processing step we want to accelerate via embedded processing, as it is 
critical in preserving a safe distance and avoid injuries. In [34] a person can attract the attention of a drone by 
vigorously swinging the arms. Other approaches work with pretrained person detectors, but these are limited 
because they detect persons only from a viewpoint at eye level [35]. In other recent work [36], free viewpoints 
have been demonstrated, albeit only with people in uniform ("uncluttered") areas, such as a lawn. Also the 
combination of stereo RGB and IR cameras, as in [37], delivers good results only in uncluttered scenes. 
In OmniDrone, we will take into account the 3D scene context to estimate a priori the viewpoint and scale to 
constrain the detection search space in the image. To make this run in real-time on restricted on-board hardware 
requires a thorough optimization and software-hardware co-design. Also algorithms for relocalization (see 
below) will be implemented and optimized on embedded hardware.  

 

3.2.4 Reliable wireless communication 

Not all processing can be done on-board. Moreover, in most applications, the UAV will still be remotely 
controlled by an operator. This demands a wireless solution that is capable of both high throughput, ultra-low 
latency and high reliability between the drone and the ground and, by extension, between multiple drones 
operated simultaneously. 
Loss of communication between the drone and the operator is to be avoided at all cost. Yet today, this is still 
the major cause of drone incidents – just recently a large Belgian research drone had to be escorted by 2 fighter 
planes for several hours after the communication link failed resulting in uncontrolled flight. In many 
applications, not only the operating commands, but also the recorded (720 degree) video needs to be 
transmitted, which puts high requirements in terms of bandwidth.  Candidate wireless technologies for high 
performance networking are WLAN IEEE 802.11 or 4G/5G cellular networks, but it needs to be understood 
how they should be used to achieve low latency and ultra-high reliability in parallel to high throughput 
communication. Upcoming trends for 5G, such as the tactile internet [38] striving for ultra-low latency and 
network slicing [39], are two enabling technologies for achieving the OmniDrone communication requirements, 
if enabled in the air.   
When airborne, existing wireless communication technologies fail to provide the expected performance as they 
are challenged by ambient noise, shielding effects by the UAV frame, and movement-caused degradation and 
disconnections [40]. A throughput of 20-60 Mbit/s (802.11n ad-hoc) on an air-to-air (UAV-to-UAV) link can 
be achieved at close distances [41], which is below the achieved throughput known from ground WLAN links. 
The limited capabilities of the wireless aerial link require technologies that understand signal propagation 
better.  
	  

Modelling aerial wireless communication in 3D is fundamental to improve transmission and build reliable 
high throughput end-to-end communication solutions. Measurement results of the air-to-air link in 2D (UAVs 
at same altitude) exist [41]. Extending this link model to 3D is however not straightforward as, first, antenna 
properties have to be modeled [42], and second, interferences, pathloss and fading change with altitude [43]. 
Providing communication methods in 3D targets both the single link and multi-hop transmission in a 
potentially sparse network with temporal disconnections. Optimization methods concerning the single link 
build on the understanding of the 3D radio pattern of the wireless signal, 3D antenna positioning, and mobility 
dynamics. When introducing location context information, existing algorithms can be outperformed by setting 
the rate to a fixed value depending on the distance and 3D communication model [43]. In our previous work 
[44], WLAN and cellular 4G have been investigated up to 300m resulting in insights about the interplay 
between fading, pathloss, interference, and antenna patterns that define the 3D coverage of today’s networks. 
Our recently submitted work explores the altitude-dependent modeling of pathloss versus fading [45], but a full 
3D coverage characterization of air-to-air and air-to-ground links is missing that includes also antenna pattern, 
relaying, and interference. These models need to be validated in the OmniDrone specific scenarios, and 
represented in a way that they can be used towards autonomous configuration of the aerial network.  
	  

In addition to the full 3D modeling of WLAN IEEE 802.11 and 4G/5G technology, what is key is a multi-
mode and multi-slice solution that is capable of cellular and ad hoc WLAN operation, so that the UAV can 
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autonomously decide how to achieve 99.999% reliable wireless communication with the operator or central 
control room on the one hand, and high throughput 720 degree video transmission on the other hand. We will 
do this by first modeling both technologies in 3D, and achieving autonomous operation and configuration of the 
off-the-shelf chipsets for ultra-reliability or high throughput (2 independent network slices), based on 
improved context-awareness enabled by 3D vision. Vision gives information about context (e.g. 
indoor/outdoor), distance between UAVs and also about 3D obstacles present in the environment. UAVs can 
hence compute LOS coverage between different nodes in a network given that rich context information. In a 
next step, we will consider also autonomous mission planning by the UAV, based on the 3D communication 
model, and then see how communication and applicaton (mission) constraints can be optimized jointly.  
 

3.2.5 Reliable UAV operation 

Next to a reliable communication channel, reliability of UAV operation can be improved by ensuring safety 
and ensuring stable flight conditions, thanks to obstacle avoidance (sense-and-avoid) and visual SLAM or 
relocalization respectively.  
Various sensors can be used for obstacle avoidance. Apart from vision, radar and ultrasonic sensors are 
probably the most widely used and most reliable, albeit rarely covering the full viewing sphere. Unlike existing 
camera-equiped UAVs, the 720 degree camera setup of OmniDrone provides dense depth maps over the 
whole viewing sphere, making it possible for the drone to safely fly in any direction without bumping into 
undetected obstacles. Additionally, the same 720 degree video stream will also be used to detect and localize 
people and to recognize specific scene types, allowing to adapt the flight parameters accordingly (e.g. keep safe 
distance away from people or lower the maximum speed when close to people). 

 

Stable flight is ensured by the autopilot, incorporating feedback from various sensors (accelerometer, 
gyroscope, height sensor, optical flow, …) in the control loop. Visual SLAM [46] goes a step further. By 
detecting, tracking and triangulating features over time, a map of the environment can be built while 
simultaneously localizing the UAV with respect to this map. This can be used to avoid drift over time, to 
accurately localize the UAV itself, to segment out independently moving objects in the environment, and to 
localize objects in the scene. The literature on visual SLAM is huge, e.g. [47,48,49]. Most of the proposed 
methods are keypoint-based [47,48], which make them vulnerable to tracking loss when the part of the scene in 
the field of view has few such features. The recently proposed LSD-SLAM (large scale dense SLAM, [49]) 
directly operates on the image intensities, both for tracking and mapping, resulting in higher accuracy and more 
robustness in sparsely textured areas. It has already been extended to wide angle cameras [50] as well as to 
stereo input [51], but not to both simultaneously, as we plan to do in OmniDrone. 

 

Building on the success of deep convolutional neural networks (CNNs), an interesting relocalization 
alternative to traditional SLAM has been proposed recently, coined PoseNet [52]. Instead of relying on feature 
matching, a CNN is learnt that outputs a full 6 Degree of Freedom (DoF) camera pose from a single image. The 
network is trained on a set of images from a specific environment, and their associated camera poses. This 
yields an especially robust and fast algorithm for camera pose estimation. However, the system only considers 
the current frame, which may result in errors e.g. in case of repetitive structures in the scene, which abound in 
man-made environments. But camera motion through an environment is smooth and knowing the previous pose 
should tell you something about its next pose. In OmniDrone, we will extend the PoseNet framework by using 
a recurrent neural network, that has a memory so can exploit this temporal smoothness. 

 

3.2.6 Easy-to-use UAV operation  

Ease-of-operation by handing over part of the control of the UAV to the system is beneficial in a number of 
ways: i) no dependence on the availability of experts to deploy the UAV; ii) increased safety as the risk of 
human errors due to fatigue, lack of attention or a clumsy flight maneuvre decreases; iii) better flights with 
smoother paths, less drift, more consistency over time, etc.; and iv) ultimately, it opens the door to 
multitasking, e.g. flying multiple drones simultaneously. 

For the above reasons, it doesn’t come as a surprise that gradually more and more autonomous features are 
being included in the new generation drones. This includes UAVs that follow a predefined path based on GPS 
(e.g. DJI Phantom 3&4 [53,54] and 3DR SOLO [55]), UAVs that follow a person, either based on a tracking 
device (e.g. Lily from Lily Robotics [56]), the GPS signal of your mobile phone (e.g. Hexo+ [57]), user color-
based object tracking (DJI Phantom 4 [54]) or face detection and tracking (e.g. Zero Zero’s Hover Camera [58]). 
Another example is UAVs that automatically avoid obstacles, such as Skydio’s prototype [59], based on visual 
SLAM or AscTec’s Firefly [60] based on Intel’s Realsense depth sensor [61]. 
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Recently, state-of-the-art in computer vision has moved forward drastically thanks to the revival of neural 
network-based schemes, especially when it comes to image understanding, i.e. making sense of the world as 
captured by cameras – see e.g. [62]. Deep CNNs have also been used to estimate depth from a single image 
[63] or to estimate camera pose [52], and have even been used by drones to avoid obstacles while flying along 
forest trails [64]. This suggests that the networks are able to reason about the ordering of objects in the scene, 
and the position of the camera with respect to these objects, a task hitherto the exclusive domain of SLAM or 
structure-from-motion techniques. Within OmniDrone, we want to go a step further and build a generic tool 
that can learn to execute specific tasks based on imitation learning – be it path following without bumping 
into obstacles, flying back along the same path to the point of departure, following a person, scanning an 
object, recording a specific event or inspecting a windmill. This work is inspired by the work of Ross et al. 
[65], where a controller is learnt to map RGB images from the on-board camera to control commands, based on 
imitation learning [66,67], and the early work of Pommerleau et al. [68] on using neural networks for 
autonomous navigation. To deal with more complex tasks, we will extend this work using recurrent neural 
networks (e.g. LSTM [69] or GRU [70]), which have the capability to memorize states over longer time 
periods, and using curriculum learning [71].  

Next, building on the OmniDrone UAV’s semantic knowledge about the scene, and its abillity to 
recognize/track persons, events, etc., we will design an OmniDrone multiple UAV system that will collaborate 
to keep an ‘optimal’ framing of that specific person or event. Not only a part of the omnidirectional view 
will be selected and distorted to an equirectangular video ouput, but the OmniDrone technology will be able to 
‘smoothly handover’ from one UAV (omnidirectional) system to another by using view interpolation 
algorithms based on the 3D reconstruction it intrinsicly performs. In this case smooth video transitions can be 
made so that the orientation (and thus immersiveness) of the viewer is kept at all times. Moreover, within 
OmniDrone we will be able to perform these tasks in parallel, enabling the generation of multiple video streams 
from the same collaborative recording. Hence, capturing multiple persons, events or interests becomes easy. 

 

3.2.7 State-of-the-art in use cases of interest to our IAC 

Current use of drones in broadcasting 
In the context of professional aerial broadcasting, photography and cinematography, typically Heavy Lift 
Drones are utilized, often capable of carrying payloads up to 8 kg. Examples are the Hoverfly Erista 8 HL [72], 
the Versadrone Heavy Lift Octocopter [73] and the DJI-Drone Spreading Wings S-series [74]. The ones used 
for professional aerial video are typically equipped with a servomotors-driven frame. The rotary actuators make 
sure that the expensive broadcast or cinematographic camera can pan and tilt in a 360 degree manner, similar to 
a Pan-Tilt-Zoom (PTZ)-camera. The reason for this approach is to allow camera movements which are not 
feasible by the drone itself, either due to the physical rotary displacement or due to the speed of the required 
movement. These mechanically advanced systems need to be balanced properly and are quite expensive 
(typically 10-20k USD) and very heavy. Note that fixed-wing UAVs, typically flying at higher altitudes and 
higher speeds, fall outside the scope of this project. Drones for professional video or photography are typically 
operated by two persons: one that flies the drone and another that operates the camera system. Within 
OmniDrone, we will be able to pilot and record on multiple UAVs by only a single modestly skilled operator. 
 

Current use of drones in surveillance 
To the best of our knowledge, autonomous drones for surveillance are not commercially available yet. 
However, RPAS (remotely piloted aerial systems) drones are nowadays being used with increasing frequency 
for human piloted surveillance of large areas. An example is guarding railroad tracks for copper theft and 
vandalism, for which both the Belgian [75] as well as the German [76] railroad companies are investigating the 
utilization of drones.  For example, such a service is provided by the German company Multirotor [77]. With 
the OmniDrone results, these surveillance tasks can be done much more thoroughly (because of the 
omnidirectional field-of-view), in real-time, and with less personnel involved (e.g. one operator for multiple 
UAVs). 
 

Current use of drones in inspection 
Industrial inspection is a domain with great potential for UAVs – think e.g. of a high chimney or piping that is 
not easily accessible for people unless scaffolds are built. UAVs are only starting to be used for such tasks. In 
the future, building on OmniDrone solutions, UAVs could do this inspection (semi-)autonomously on a regular 
basis at low cost. This will result in more regular inspections and hence better maintainance of such structures. 

In the context of agriculture, remote controlled helicopters have been used for spraying rice crops in Japan for 
more than 20 years, but are only now being tested in the west [78]. UAVs can direct their spray precisely and 
fly over the crops as many times as required, something that is not always possible for a farmer hiring the 
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services of a crop-duster. Again, OmniDrone technology will allow for realtime processing, reduced costs, 
increased flight times and intuitive interfacing thanks to a high level of autonomy. 

State-of-the-art in traffic monitoring systems 
Cameras are more and more deployed towards improved traffic monitoring and traffic control systems, both for 
regular road traffic, as well as airport and harbor traffic monitoring [79,80,81]. Examples include the 
TraficCam, TrafiSense [82] and TrafficVision [83] commercial systems. These systems target the detection of 
vehicles and bikes, as well as the notification of incidents. They rely on optical or thermal cameras, where 
multiple cameras can be distributed across a traffic scene to get a more complete coverage. Such systems 
however struggle to 1.) get an omnidirectional awareness from the combination of these cameras; 2.) track 
movements of a vehicle across the complete traffic scene (requiring camera-handover); and 3.) do accurate 
detections from 2D visual or thermal inputs. The former problems are resolved by installing more cameras 
across the intersection to monitor [84,85], albeit at significantly increased installation and maintenance cost. 
The latter problem is mitigated by extracting motion information from the images, to increase detection 
accuracy [84]. 

OmniDrone will allow going one step beyond these state-of-the-art systems, bringing even better accuracy by 
exploiting depth information and omnidirectional awareness, exploiting the 720 degree camera setup. Beyond 
the static system, developed in the first phase of OmniDrone, also its mounting on UAV technology is of 
extreme relevance to traffic monitoring: the useage of (non-depth aware) camera-equipped UAVs are 
increasingly projected in advanced traffic monitoring scenarios [86,87]. OmniDrone will lead the way towards 
reliable, 360 depth aware traffic monitoring systems, both on the ground as well as in the air.  

 
3.3. Scientific Project Objectives  
 

The main objective of the OmniDrone project is to enable UAVs to operate reliably and with increased 
autonomy so that less low level control and decisions are to be executed by the operator, improving both 
ease-of-use and safety.  
 
The key technical breakthrough which will enable this and around which the OmniDrone project is built, is 
the real-time capturing and exploitation of 720 degree camera input on the drone. This increased 
environmental awareness is exploited towards 1.) more reliable UAV flight through sense&avoid and reliable 
wireless communication; and 2.) increased cognitive environmental understanding on the drone for 
autonomous mission learning, 3D-localization and UAV cooperation. The opportunities this brings towards 
actual applications will be validated in 4 representative proof-of-concepts, that will each highlight parts of the 
reliable and smart 720 degree UAV system. 
To achieve this main objective, the OmniDrone project is organized in 4 project pillars, each targeting one or 
more sub-objectives towards our end goal. These sub-objectives are visualized in Figure 3 and will each be 
described in more detail in the remainder of this section. 

 

Figure	  3:	  OmniDrone	  aims	  at	  enabling,	  exploiting	  and	  exhibiting	  real-‐time	  720	  degree	  awareness,	  resulting	  in	  9	  specific	  sub-‐objectives. 
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Research Objectives: 

1.  Enabling real-time 720 degree awareness (WP1) 
a. SUB-OBJECTIVE1 (Year 1): Realize a panoramic depth-aware stitching algorithm based on 720 

degree input and a novel adapted real-time stereoscopic sphere sweeping algorithm. 
b. SUB-OBJECTIVE2 (Year 1): Realize a visual depth-aware person detection and tracking 

algorithm that reliably detects any person in a full viewing angle of 360°, up to distances of 
150m, up to 70% occluded and with a precision and recall of 0.95 in realistic circumstances. 

c. SUB-OBJECTIVE3 (Year 2): Realize a full 720 degree real-time embedded depth capturing 
system, achieving 5fps for 6 x 8Mpixel cameras within a <10Watts power budget (FPGA- 
GPU based) for static 720 degree monitoring applications. 
 

2. Exploiting real-time 720 degree awareness for reliable wireless UAVs (WP2) 
a. SUB-OBJECTIVE4 (Year 2): Reliable wireless drone communication by exploiting altitude 

information and dynamic link adaptation. Target: two relevant communicaton technologies 
(e.g., ad hoc IEEE 802.11 and 4G-LTE) at 10 Mbps with 97% Packet Delivery Rate (PDR).  

b. SUB-OBJECTIVE5 (Year 3): Reliable and stable flight by exploiting 720 degree awareness for 
improved, real-time, embedded SLAM and 6DoF camera relocalization using neural networks 
mapped on an on-board low-latency custom processor, optimized for scalable resolution 
processing, up to 25fps, with <2Watt average power consumption. 
 

3. Exploiting real-time 720 degree awareness for smart easy-to-use UAVs (WP3) 
a. SUB-OBJECTIVE6 (Year 3, 4): Safe and easy-to-use UAV operation, based on a UAV that 

understands its environment and is capable of executing specific navigation tasks 
autonomously, demonstrated on at least 3 different tasks. 

b. SUB-OBJECTIVE7 (Year 4): Easy-to-use multi-drone communication, exploiting 720 degree 
awareness towards autonomous dynamic multi-technology communication configuration, 
targeting 10 Mbps with 99,9% PDR when node mobility and altitude can be controlled.   

c. SUB-OBJECTIVE8 (Year 4): Easy-to-use multi-drone video capturing, exploiting real-time on-
board relocalization information towards collaborative recording and framing over multiple 
omnidirectional camera locations. 
 

4. Exhibiting real-time 720 degree awareness in UAVs, pushing valorization (WP4) 
a. SUB-OBJECTIVE9  (Year 2+3+4): Use the technological components developed in Sub-

Objectives1-8 towards 4 proof-of-concept application integrations, jointly defined with the 
Industrial Advisory Committee partners and compliant with relevant laws and regulations to 
push valorization.  

Each of the research sub-objectives 1-8 represents a significant step forward on top of the state-of-the-art, and 
realizes individually valorizable outcomes. They are described in more detail, highlighting their technical 
innovation, below. Sub-objective 9 aims at integrating these technical innovations in complete proof-of-
concept systems in four important valorization areas.  
 

 

SubObjective1.) 720 degree panoramic depth-aware stitching algorithm  
Equipping an embedded vision system with a multi-head camera allows to capture multiple camera 
streams in which for each pixel, at least two streams overlap, i.e. all the cameras together see 
everything at least twice. This enables passive spatial-based depth estimation. After the process of 
physically correctly stitching the multiple input streams towards one 360 degree depth stream, the 360 
degree ‘omnidirectional’ view can be efficiently represented without any redundant data.  
 

The key innovation towards this objective is enabling real-time sphere sweeping from within the center of 
the multi-head to construct the 360 ‘omnidirectional’ depth map and stitched camera image, and find a 
compact data representation to store and communicate the compressed information. 
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SubObjective2.) 720 degree depth-aware person detection and tracking algorithm 
Taking into account the full omnidirectional depth of a scene enables a large gain in both accuracy and 
computational complexity for person detection. From the 3D, we can estimate the relative distance and 
viewing angle to a possible person, such that only the appropriate scale and view model must be 
evaluated. Moreover, depth data gives invaluable information for a tracker e.g. to identify occlusion. 
 

The key innovation towards this objective is a depth-aware free-viewpoint occlusion-robust person 
detection and tracking algorithm that is both accurate and computationally efficient. 

 

SubObjective3.) Full 720 degree real-time embedded depth capturing system 
The algorithms developed under SubObjective1 require tight integration with an embedded 
camera+compute system to become practically deployable. Under the current state-of-the-art, their 
high-accuracy execution (e.g. on GPU) is unfeasible in real time and within embedded system power 
budgets. OmniDrone will realize a tight integration of a 6 camera system with fish eye (field-of-view > 
240 degree) lenses (4 times overlapping), 8Mpixel cameras, with a customized compute infrastructure 
executing the embedded depth-extraction algorithms.  
 

The key innovation towards this objective is a compute infrastructure exploiting the combination of 
massively parallel close-to-the-camera FPGA-based pre-processing, followed by flexible GPU post-
processing. This combination targets flexibility, while achieving real-time, up to 5fps throughput, 
under a <10Watt budget. 

 

SubObjective4.) Reliable wireless drone communication by exploiting altitude information and 
dynamic link adaptation 

We aim for aerial communication between multiple UAVs that ensures meeting application 
requirements while guaranteeing a reliable communication link for control under spectrum scarcity 
constraints. Recent results show that traditional wireless technologies such as Wi-Fi, and 3G/LTE are 
potential candidates in addition to proprietary networks used for remote control, as lightweight 
integrated solutions are available, yet, none of these protocols have been developed for the aerial use 
case nor are optimized for this setting [40,41], which calls for adaptations of these networks to enable 
multiple network slices (ultra-high throughput or ultra-high reliability) and 3D-aware self-
configuration [88]. 
 

The key innovations towards this objective are 1.) a careful measurement study of the performance of 
existing communication solutions (3 technologies in 2 environments), and specific guidelines for 
improvement to ensure optimal communication configuration (modulation, code rate, power, MAC 
modes, networking) as a function of height and environment; and 2.) network slicing methods to 
create a ultra high reliable control link and a high throughput application link, on a multi-technology 
wireless network. 

 

SubObjective5.) Reliable and stable flight by exploiting 720 degree awareness for improved SLAM 
and 6DoF camera relocalization 
The 720 degree information will be exploited for localization, providing crucial feedback to achieve 
reliable drone flights. This is enabled by a 720 degree extension of visual SLAM (simultaneous 
localization and map building), which apart from the UAV location also allows accurate localization 
of objects in the scene, segmentation of objects based on independent motion, and calculation of their 
GPS position. In parallel, a 6 degree-of-freedom camera relocalization method will be developed, that 
can provide more robust and speedy localization results when working in known environments.  As 
this will require a significant amount of on-drone calculations, a specialized pre-processing chip will 
be designed to improve efficiency of the depth extraction kernels and neural network processing. 
 

The key innovationd towards this objective are three-fold: Towards localization, two parallel algorithmic 
approaches will be worked out: 1.) the extension of the LSD-SLAM framework [49] to 720 degree 
input information; 2.) modification of the Posenet work of [52] for 720 degree input, as well as 
replacing the convolutional neural network with a recurrent one to process time sequences for 
improved SLAM robustness; and 3.) implementation of a custom processing chip with a datapath and 
instruction set optimized for 3D data structure processing, hence accelerating the depth extraction 
kernels and neural network processing. These three innovations together will enable an integrated, 
drone-mountable solution running 25fps with <2Watt average power consumption. 
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SubObjective6.) Safe and easy-to-use UAV operation, based on a UAV that understands its 
environment and is capable of executing specific navigation tasks autonomously. 
We aim at a UAV that understands its environment, based on the latest state-of-the-art in person 
detection, person re-identification and scene recognition. Such understanding in turn allows the UAV 
to adapt its behavior to ensure safe flight conditions, e.g. by slowing down or staying at a safe distance 
to each obstacle - with a larger safety distance when the obstacle in question is a human being. The 
objective is to reach a level of safety such that these safety-critical components could be certified for 
use in aerospace. Additionally, to improve the ease-of-operation, specific navigation tasks of gradually 
increasing complexity will be automated, in a data-driven fashion using imitation learning. 
 

The key innovations towards this objective are: 1.) adaptation of person detection, re-identification and 
scene recognition algorithms to the 720 degree camera setup and arbitrary viewpoint observed on 
UAVs; 2.) guaranteed real-time safety-critical embedded implementation and integration of person 
and obstacle detection in an on-board safety module, and 3.) using memory networks for the imitation 
learning to allow for more complex tasks than what is feasible today (e.g. a full inspection task). 

 

SubObjective7.) Easy-to-use multi-drone communication, exploiting 720 degree awareness towards 
autonomous dynamic multi-technology communication configuration  
To enable an easy-to-use wireless communication solution, that can be used in a wide range of 
scenarios (indoor, outdoor, overland, overseas), techniques are needed that enable the nework or 
communication link to self-configure. From the visual and 3D context information available to the 
UAV, it becomes possible to reconfigure the communication parameters (of the multiple network 
slices) to the specific operation scenario.  
 

The key innovation towards this objective is an environment-aware, easy-to-use, UAV communication 
self-configuration method that achieves the required control link reliability and high throughput video 
transmission in at least two very different scenarios, by tuning the network parameters or flight 
altitude automatically,  

 

SubObjective8.) Easy-to-use multi-drone video capturing, exploiting real-time on-board 
relocalization information 

Collaborative recording that automatically frames over multiple omnidirectional camera locations 
using a specifically designed criterium (e.g.. framing a person or event), and generates the required 
novel viewpoints between the (dynamic) camera positions to provide smooth camera transitions. 
 

The key innovation towards this objective is two-fold: 1.) using the semantic understanding of the UAV-
system (e.g. person tracking), to perform a proper framing based on predetermined requirements (of 
e.g. a director) within the omnidirectional view and visually undistorted to an equirectangular format, 
and 2.) view interpolation from one to another spatial/UAV frame is realized by exploiting the 
photogrammetric capabilities of the UAV, since it has at least 4 images of the point of interest that 
requires a virtual view (i.e. at least 2x a stereoscopic sphere from two UAVs). 

SubObjective9.) Exhibiting real-time 720 degree awareness in UAVs towards maximal valorization 
We selected four Proof of Concepts to be worked out within the scope of this project, both 
demonstrating the technical advances in real-life applications. All PoC cases are chosen to be 
complementary such that for a very broad range of companies, represented by the IAC members, the 
project results are of paramount importance in their industrial activities. During the PoC workpackage, 
the relevant IAC members will actively cooperate with the project team such that the valley to bridge 
towards valorization of the technology is as narrow as possible for each of the companies. Also the 
implications of relevant laws and regulations will be studied. 
 

The key ingredient towards this objective is coupling-in tightly the IAC members during elaboration of 
these PoCs, taking into account demands, requirements, steering, expertise and valorization goals of 
these companies. 
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3.4. Methodology and Work Program  
 
This section first describes the research approach, then the high-level workplan and the detailed WP tables. 

3.4.1. Research approach 

 
Figure	  3:	  OmniDrone	  Technical	  WorkPackages,	  starting	  with	  the	  enabling	  720	  degree	  technology	  in	  WP1,	  exploiting	  this	  towards	  reliable	  and	  easy-‐to-‐
use	  720	  degree	  systems	  in	  WP2	  and	  WP3,	  and	  finally	  driving	  PoC	  and	  valorisation	  towards	  IAC	  in	  WP4	  .	  

Reaching the objectives defined above, requires the interplay of various disciplines, ranging from 
communication, processing to algorithms or even very specific application knowledge. As a result, the teams 
present in OmniDrone cover a wide range of expertise, needed to fullfil the broad research goals and objectives. 
To ensure sufficient synergies between the research and ensure interaction with the IAC, WP4 defines relevant 
integration (PoC) milestones and cooperation between the disciplines. All technology developed in this SBO 
project will be demonstrated in at least one PoC.  It is important to note that for these PoCs, the intention is to 
set up strong cooperations with the stakeholders in Flanders - several of them have identified opportunities for 
field tests, or availabilities of payloads to borrow. These cooperations further act as seeds for relevant follow-up 
projects of OmniDrone: specific O&O or ICON projects working towards a prototype in the context of a 
specific market, which we plan to start already during the course of OmniDrone. What we include here in the 
WP description is the definition of the targeted initial PoC in the context of OmniDrone only. Additionally, 
WP4 also has the important task to align with the IAC from a technical point of view and establish a living 
document about evolutions and possibly opportunities for field tests.  
 

3.4.2. Work plan 

A high-level view of the workplan is given in 
Figure 5. The work is organized in the main 
technical workpackages WP1, WP2 and WP3 
and a proof-of-concept WP4. In addition, we add 
WP0 for project management and WP5 for 
regularization, dissemination and valorization. 
This last WP ensures a tight interaction and 
feedback loop with the Industrial Advisory 
Committee (IAC) beyond the proof-of-concepts. 
In WP5, we also follow up on regularization, 
ensuring that the developed PoCs are compliant 
with relevant laws. Each WP is lead by one of the 
6 project partners. 
 
 
 
 
 

Figure	  4:	  Overview	  of	  the	  OmniDrone	  WP	  structure	  
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We envisage the following project flow and timing, and milestones: 

• In M12, the static 720 degree system algorithmic framework is ready and initial implementation 
building blocks are running stand-alone. First results can be shown to the IAC about the communication 
modeling and measurements, SLAM based localization and 6DoF relocalisation, enabling the 
streamlining of the various planned PoCs. 	  

• In M24, the static 720 degree system, integrating the work of partners MICAS, EDM and EAVISE will 
be ready as a first integrated static traffic monitoring PoC. In addition, robust SLAM based localisaton 
and 6DoF relocalization of VISICS and the communication model of TELEMIC will be ready.  The 
traffic monitoring PoC and field tests will enable the definition of the valorization plan and follow-up 
project of the traffic monitoring case. 	  

• In M36, a reliable PoC will integrate the 720 degree camera system from M24 on a UAV, and extend it 
with wireless communication and central localization and person detection, towards a safe and reliable 
(wirelessly connected and controlled) system. This has applications towards surveillance, both indoor or 
outdoor, and will enable definition of the surveillance follow-up project and further valorization case. 	  

• Finally, in M48, two more PoCs will add learning, auto-configuration and merging of multiple streams 
to the PoC of M36, in the context of broadcasting and inspection. This will enable a detailed analysis of 
these two use cases, and necessary steps to be taken towards integration in IAC products, further 
research and development of the targeted valorization cases in follow-up R&D projects. 	  

Below, the workpackages are descripbed in detail. After that, a Gantt chart is added giving an overview of the 
tasks, their duration, and indicating the major milestones needed to achieve the overall objectives. 

3.4.3. Work package descriptions 

Work Package 0: Project management [WP lead: TELEMIC] 
The main objective of this workpackage is the overall control of the work: 

• to reach the objectives of the project within the agreed budget and time scales 
• to coordinate the work of, and ensure efficient communication between the partners 
• to assess the quality of the work and the deliverables 
• to ensure that the project is conducted in accordance with FWO rules and interact with FWO 
• to maximize the potential for dissemination of the results and manage the IPR of the results produced 

by the project 
• to manage all technical, financial and administrative issues and particularly the identification of the 

actions needed to be taken in case of deviation from project plan 
• to implement conflict resolution and risk management 

Task 0.1: [M1-M48]: WP coordination 
The goal of this task is to coordinate interactions between the work packages and to promote cooperation 
between work packages and the different project partners. To achieve this goal, regular technical project 
meetings and steering committee meetings will be organized. In addition, an internal project web site will be 
set up and continuously updated. This website will be used for communication among the partners as a 
repository of the internal documents of the project. This site will further assist in the coordination of 
activities and organizational issues. 
Project coordination encompasses monitoring of the overall progress of the work, and the production of the 
deliverables and deliveries at the agreed milestones. The coordinator will take the necessary actions to 
ensure that the project follows the project planning as defined in this proposal. Because of the long duration 
of an SBO project, it can be necessary to modify or refocus the project during its realization, taking project 
evolution, feedback from Industrial Advisory Committee and risks into account. These modifications can be 
situated both at the level of strategic research activities and at the level of valorization strategies. Any 
modification will be reported in the six monthly progress reports and further elaborated in the annual reports 
produced in Task 0.3. Major modifications will first be discussed with the FWO-project advisor. 
This task is also responsible for the management of the intellectual property rights. This will be conducted in 
close collaboration with the appropriate internal university departments specialized in this matter. 

Task 0.2: [M1-M48]: Project quality management 
This task is devoted to the assessment of the quality of the work and the deliverables produced in the project. 
The main objective of this task is to ensure adequate quality of the outcomes of the project. The output of 
this task will be visible in all deliverables. Each deliverable will have an internal reviewer, to ensure quality.  
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Task 0.3: [M1-M48]: Communication with FWO 
In this task, the interaction between the project and the FWO (represented by the FWO-project advisor) is 
ensured. Requested reports will be submitted, and the project will be concluded with a final report. Annual 
follow up meetings will be organized with the FWO-project advisor. These meetings will be jointly 
organized with workshops with the Industrial Advisory Committee. 
Deliverables 
D0.1.1-D0.1.3 [M12, M24, M36] [TELEMIC] [Report] - Annual project report: covering the scientific-
technical work progress, valorization efforts and financial details as requested. 
D0.2 [M48] [TELEMIC] [Report] - Final project report: covering the scientific-technical domain, 
valorization efforts and financial details of the entire project. 
Milestones 
M0.1 [M1] - Internal Project website 
M0.2 [M3] - Public Project website 
M0.3 [M4] - Consortium agreement 
M0.4-M0.7 [M13-M25-M37-M49]: FWO follow-up meetings 
Main WP0 Risk: The consortium objectives are too broad to realise. 
Mitigation: OmniDrone addresses a very broad market potential, with many interested stakeholders each 
with their own dedicated requirements. By focusing on the 4 specific use cases, we have already narrowed 
the scope to some well defined focus areas. If this would be too broad still,  we will spin-off one of the cases 
in a follow-up project, and focus in OmniDrone on the remaining, most innovative aspects.  
Partner PM Role  
KU Leuven – TELEMIC 4 Project coordinator. WP leader. 

KU Leuven-VISICS 2 Progress reporting of technical work 

KU Leuven -EAVISE 2 Progress reporting of technical work 

KU Leuven - MICAS 2 Progress reporting of technical work 

UHasselt – EDM 2 Progress reporting of technical work 
 

Work Package 1: Static 720 degree system [WP lead: MICAS] 
The main objective of this workpackage is the development of the static 720 degree system.  
Multiple wide angle cameras with overlapping views are mounted on a static platform, and combined such 
as to obtain the equivalent of a stereo setup of two 360 degree panoramic cameras (hence 2x360 degree =720 
degree). This brings omnidirectional depth perception at low cost, and endows the system with a previously 
unseen level of awareness of its environmental context.  
 

Within this WP, the algorithmic, electrical and software framework of the static 720 degree platform will be 
developed.  The main objectives are hence: 

• Refinement of the hardware components to build the framework and capturing a data set. Data 
collection with the composed static 720 degree platform. 

• Definition and software implementation of the embedded data fusion and stitching algorithms. 
• Definition and software implementation of the embedded person detection and tracking algorithms. 
• Definition and FPGA-accelerated implementation of the real-time processing architecture. 
• Configurable hardware-software framework for enabling processing and bandwidth scalability.	  

Task 1.1: [M1-M6]: Implementation framework setup and dataset creation 
Partners: EDM 
Currently a 3-camera and a 6-camera mechanical setup are already available in EDM (see Figure 1). Based 
on this prior experience, this task will assess the best camera platform to start from given the OmniDrone 
constraints, and collect a series of benchmarking datasets on this platform. The collected data are the raw 
(unprocessed), synchronized camera frames coming from the different cameras. These datasets are made 
available to all partners that are active in the algorithmic and hardware development tasks.  

Task 1.2:[M1-M12]: Static 720 degree algorithmic framework 
Partners: EAVISE, EDM, MICAS 
To fully exploit the 720 degree camera setup, novel algorithms will be developed, enabling: 

a) Depth-aware stitching 
b) Depth-aware recognition and tracking 
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a) The currently existing 720 degree algorithms developed in EDM are non-depth aware. In this task, 
algorithms will be developed for 720 degree depth-aware stitching. To realize this, EDM will develop an 
OmniDrone specific and dedicated stereo (2x 360 degree) sphere sweeping algorithm that is based on the 
extensive experience EDM has with plane sweeping in front facing stereo (or multiple) camera setups. The 
backbone of this algorithm is highly parallel and allows the exploitation of massive parallelism in underlying 
hardware architectures. However, to increase the computational efficiency, EDM will focus on “stripping” 
redundant/unnecessary computations by a (parallel) software design that relies on multi-level accuracy and 
granularity. Conceptually, the algorithm can be understood as a growing sphere that sweeps the space around 
its 720 degree camera (non-perfect) optical center in a coarse way (with large depth jumps), while 
systematically increasing its granularity and detail where necessary, dependent on the presence of objects 
(i.e. dependent on angle and depth). As a convenient side effect, this algorithmic approach raises the 
resulting quality since no erroneous information is generated in the “empty space” that is consistently 
avoided. 
b) Recognition and tracking algorithms can greatly enhance accuracy by also taking depth information into 
account. In this task we will make use of the calculated real-time depth estimation, which will be a great help 
to reduce the image search space for a pedestrian detection algorithm. Because the distance and the viewing 
angle is measured, the apparent scale and skew of the pedestrian in the image is known beforehand. We plan 
to use the present state-of-the-art pedestrian detection techniques [89], trained for multiple relevant 
viewpoints, but the 3D context awareness enables pre-selection of only the relevant viewpoints and scales to 
be evaluated. This will render the approach both more robust and computationally less expensive. It is 
important to note that all algorithms will be made highly scalable according to the accuracy-performance 
trade-off. Algorithmic throughput can be traded-off dynamically against depth accuracy, recognition 
accuracy and tracking accuracy, by varying algorithmic parameters such as the number of depth sweeps, the 
spatial resolution or the smallest scale (and hence maximal distance) at which pedestrians are to be detected. 

Task 1.3: [M1-M12]: Static 720 degree processing framework 
Partners: MICAS, EAVISE 
The implemented algorithms will be mapped on efficient processing structures. Initially, the platform will be 
mapped on an low power GPU, such as the NVIDIA Jetson TK1 (10W) or the Qualcomm SnapDragon 802 
(2W). While required highly-parallel pixel operations are expected to map fairly well on such GPU 
structures, the performance of available low-power GPUs is still insufficient to process the incoming images 
at real-time. Estimations predict a need of up to several Tops/frame for accurate depth sensing from a 
6x8Mpixel-camera system. This will be overcome by acceleration through efficient preprocessing 
architectures on FPGA, focusing on the acceleration of the pixel projections along different depth frames. A 
data path exploiting the two dimensional parallelism (pixels vs. project coefficients) is targeted for maximal 
data reuse. The optimal split between FPGA-GPU will be explored, and a prototype implemented, achieving 
real-time 3D stitching at 25fps on 6 cameras with 8Mpixel images within a power envelop below 2Watt, 
important for embedded systems. 

Task 1.4: [M13-M24]: System integration, and scalable platform  
Partners: MICAS, EAVISE 
The software and hardware framework of Task 1.2 and Task 1.3 will be tightly integrated into the static 720 
degree camera setup. The integrated system will be extended with several performance-throughput 
scalability knobs, enabling coordinated tunability between hardware and software. More specifically, 
tunability regarding the image resolution, depth accuracy and update rate are introduced. These tunability 
knobs directly influence the software’s computational complexity, hence enabling the dynamic trade-off 
between accuracy and throughput and/or energy consumption. This tunability range is further extended by 
also making the developed hardware processing chain sensitive to these parameters, a.o. by reconfiguring the 
amount of parallelism in the processing data path and the memory architecture. This optimally prepares the 
processing framework for migration to the lightweight drone platform in WP2, where the available 
communication bandwidth, as well as available processing energy will vary dynamically. This setup can 
furthermore be initially used in the PoCs in Y2, Task 4.1 and 4.2. 
Deliverables 
D1.1 [M6] [EDM] [Dataset] – Repository for experimentation: Data repository with raw camera images 
from 720 degree omnidirectional camera system with 3 and/or 6 synchronized cameras for further algorithm 
and hardware development.  
D1.2 [M12] [EDM] [Report] – Depth-aware 720 degree panoramic stitching: Details the design of the 
novel 720 degree sphere sweeping algorithm, the scalability/granularity and the data structures used for 
omnidirectional depth map extraction and 360 degree depth-aware panoramic stitching. 
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D1.3 [M12] [EAVISE] [Report] – Depth-aware recognition and tracking: Details the design of the novel 
depth-aware tracking and recognition algorithms, the results of its implementation on the Jetson TK1 
embedded platform and the data structures used. 
D1.4 [M12] [MICAS] [Report] – FPGA-accelerated depth-aware stitching, recognition, tracking: 
Details of the FPGA-accelerated implementation, hardware architecture, GPU interfacing and quantified 
performance benefits.  
D1.5 [M24] [MICAS] [Report] – Static 720 degree depth sensing platform: Details of the integrated 
implementation realizing scalable 720 degree depth sensing. Quantified system-level performance metrics 
and scalability ranges. 
Milestones 
M1.1 [M12]: Static 360 degree depth sensing algorithms 
M1.2 [M12]: Static depth-aware recognition and tracking algorithms 
M1.3 [M24]: Static 360 degree depth sensing platform integrated and demonstrated 
Main WP1 Risk:  
The risks of this WP are rather low.  

1.) The main risk is the computational complexity of the stitching algorithm. This complexity will 
increase significantly when targeting fine depth resolution.	  
ð Mitigation: This can be mitigated in three ways: 1.) an adaptive algorithm is developed, which 

will first look for the depth of objects found in the frame, and in a next step only refine depths 
around the depth of the found objects.; 2.) development of custom FPGA accelerators to speed 
up the execution of the depth sensing kernels compared to GPU ; 3.) we can, as a last fallback 
scenario, adapt the number of frames per second, pixels per frame, and depth resolution.	  

2.) A second risk is the imperfect stitching and depth sensing around the mid-camera points when only 
using few cameras to cover the full 360 degree sphere. 	  
ð Mitigation: In this WP we will develop algorithms flexible regarding the number of cameras and 

experiment with 3 as well as 6 cameras in the sphere. Partner EDM has ample experience with 
this, as well as on how to optimize this with fish eye lenses and camera calibration.	  

Partner PM Role  
KU Leuven – TELEMIC 0 / 

KU Leuven – VISICS  0 / 

KU Leuven – EAVISE 22 Reliable and real-time embedded person detection and integration. 

KU Leuven – MICAS 28 Static 720 degree processing framework and integration. WP leader. 

UHasselt – EDM 13 The development of a 720 degree multi-level sphere sweeping algorithm. 
 

Work Package 2: Reliable Operated 720 degree UAV system [WP lead: TELEMIC] 
The main objective of this workpackage is the development of the components of a reliable operated 
UAV system that uses the static 720 degree technology developed in WP1 (i.e. the hardware and 
fundamental core software/processing layers) and further extensions (software extensions) for use on a 
(mobile) drone, rather than in the case of a static setup. These individual components will form the basis for 
another (and even higher) software level to create the general “semantic intelligence” of the UAV system in 
WP3. Moreover, these (and the WP3 higher level components) will be integrated in WP4 for the creation of 
the use-case dependent Proof-of-Concepts (PoCs), i.e. the integration of these components will not 
necessarily be similar for the different use-cases. Hence no “generic” integration is foreseen in this WP. 
 
The main objectives, and the developed components in this WP are therefore: 

• The design of proper network models and applying them using UAV trajectories. 
• Creating the necessary 720 degree mechanical framework (including cameras and lenses) for practical 

mounting under a drone. 
• The implementation of a 720 degree visual SLAM system that allows the spatial positioning of a 

drone, independent whether a GPS signal is available. 
• To achieve high reliability in spatial localization, a 6 degree-of-freedom camera relocalization 

algorithm is developed, that allows the accurate localization within a given context. 
• The design of context-aware reliable adaptive communication achieving high throughput and high 

reliability communication with the ground and between multiple drones. 
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Task 2.1:[M7-M18]:  720 degree mechanical framework 
Partners: EDM 
EDM will design a novel adapted mechanical framework prototype to house the cameras and the required 
processing hardware that is fitted specifically for a UAV. In the past, EDM has experience in designing 
frameworks that are composed of steel for the means of only linking cameras. However, in this task EDM 
will investigate the use of space frame design application to a mechanical framework that is capable of 
robustly housing the cameras, lenses and processing hardware, while achieving minimal total weight and 
maximal ruggedized strength. The strength, and therefore stability of the framework, will be designed purely 
in the sense of creating a framework that allows multiple reliable usage without the need of extensively 
calibrating the physical cameras and lenses.  
In the same context, EDM will make a careful selection of the respective joint camera and lens from the 
plethora of individual components that are on its own off-the-shelf available in the state-of-the-art, each with 
their technical specifications having both advantages and disadvantages for the proposed context. The 
required processing hardware will be shared by the outcomes and findings from WP1.  
 

Task 2.2: [M1-M18]: Robust SLAM-based localization 
Partners: VISICS, EAVISE 
For metric localization of the drone with respect to its environment, we will build on the large-scale direct 
SLAM (LSD-SLAM) framework proposed in [49]. This method, based on direct mapping (i.e. without 
extracting features first), has shown remarkable results with a limited computational complexity. Extensions 
towards stereo input [51] and wide field of view (fisheye) input [50] have already been proposed. Here, we 
will integrate these two ideas, adapting the LSD-SLAM framework to our 720 degree setup. This will further 
improve the SLAM robustness. The drone can extensively make use of the omnidirectional images to 
localize itself. Indeed,  visual odometry can be calculated much more precisely because of the large field of 
view. This yields an alternative to GPS positioning for indoor or when no GPS signal is available, or can be 
combined with GPS localization to give a more precise localization. Apart from localizing the drone itself 
with respect to the scene, we will also use this technology to accurately localize objects (such as pedestrians, 
as detected in Task 1.2) in the scene, calculate their GPS position and display them e.g. as a blinking red dot 
on map services like Google Maps. Moreover, these SLAM calculations will deliver as derivate a pre-
segmentation of moving objects and people, to furthermore restrict the search space for person detection. In 
most SLAM approaches the basic assumption is that the scene is static, up to a certain noise level robustness. 
In this task we will filter out 3D points that are not conform the static 3D assumptions and use them as a 
segmentation for moving objects. 
 

Task 2.3: [M7-M24]: 6DoF camera relocalization 
Partners: VISICS 
In many practical applications (e.g. surveillance), a UAV is employed in the same environment over and 
over again. Instead of localizing the UAV using traditional SLAM based methods, as in the task above, in 
this task we will develop an alternative, learning-based scheme, inspired by the Posenet work of [52].  They 
show how to regress the 6DoF camera pose from a single RGB image in an end-to-end manner, starting from 
a set of training images of a specific environment, and their associated camera poses. This method needs just 
a couple of milliseconds, has dramatically lower memory requirements and has been reported to be much 
more robust to difficult lighting, motion blur, and different camera intrinsics. Here, we will not just adapt the 
network to work with our 720 degree setup, but also replace the convolutional neural network with a 
recurrent one (LSTM [69] or GRU [70]), such that we can process sequences, exploit temporal continuity 
(both at training and at test time) and better deal with otherwise ambiguous locations (for example, all doors 
in a corridor look the same and do not allow localization based on a single image).   
 

Task 2.4:[M1-M24]:  3D communication models and measurements 
Partners: TELEMIC 
To enable 3D communication, it is necessary to understand how point-to-point propagation varies as a 
function of the elevation angle. We first model and formally analyze 3D propagation and the impact of 3D 
mobility, and then drive novel physical layer, optimized single link transmission. We aim at providing sound 
measurement-driven analysis and model creation based on obtained insights regarding the dependence of 
network performance on 3D topology and node mobility of aerial 3D networks. It is expected that we make a 
valuable contribution to wireless research with our novel 3D networking models beyond UAV networks. In 
this step, we will 1.) establish a measurement strategy to determine the impact of mobility, physical distance, 
and altitude on air-to-ground and air-to-air communication performance; and 2.) define a generally 
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applicable 3D link model depending on the physical distance and altitude, and a mobility model for UAVs.  
The generic models will be based on measurements of 3G, 4G and WLAN technology, and can be 
instantiated to predict coverage, capacity, outage probability or latency for different practical network 
deployments. 
 

Task 2.5: [M25-M36]: Network slicing for high throughput & reliable networking 
Partners: TELEMIC 
High-performance communication in 3D aerial networks cannot rely on the performance footprint of ground 
technologies that degrade when airborne, nor on over-provisioning as aerial resources are scarce. 
OmniDrone proposes the use of novel smart communication methods that leverage context-awareness of the 
3D environment and channel characteristics and adaptive methods to provide high-performance 
communication.  In order to achieve both high throughput and high reliability, even under scarce spectrum 
availability, we will propose the use of adaptive network slicing, where two networks exist in parallel and 
are configured adaptively to meet optimal throughput for one network, and optimal reliability for the other 
network.  Both virtual networks can rely on different networks and topologies. For instance, reliable 
networking can be achieved by flooding of the control information, or distributed transmission to the UAV 
from multiple base stations, while high throughput communication is achieved by means of a dedicated link 
to the ground.  Depending on UAV height and application requirements, the optimal configuration for each 
of the networks considered is determined.  
 

Task 2.6: [M19-M36]: Hardware for depth extraction and relocalization  
Partners: MICAS 
The FPGA+GPU based processing framework developed in WP1 targeting static 720 degree depth sensing 
systems, is not suited for integration on a UAV due to its weight and size. As a result, these processing tasks 
have to be run remotely, hence heavily impacted by the latency and bandwidth of the wireless link. To make 
the UAV more autonomous, we will implement the FPGA-based depth extraction acceleration hardware to a 
custom, programmable ASIP chip for reduced size and increased efficiency. Special attention is given 
towards hardware configurability enabling dynamic exchange of accuracy for throughput and power 
consumption, based on our work on approximate computing [90, 91]. This dynamic joint HW-SW adaptivity 
will selectively enable high accuracy operation when required, yet with good average throughput to ensure 
real-time operation on an efficient, lightweight platform.  
This circuit will be tightly integrated with a next generation of MICAS’ neural network processor [33] to 
support the developed real-time 6 DoF camera relocalization using LSTMs or GRUs. Together, these two 
processing blocks form the necessary high-througput pre-processing pipeline efficiently feeding the semantic 
analysis of T3.1, which can then be run on an embedded CPU or GPU. 
Deliverables 
D2.1 [M18] [EDM] [Hardware] – Mechanical framework with cameras and lenses: The novel hardware 
frame/housing for the cameras, lenses and processing platform (including the former two) which can be 
mounted practically under a drone. 
D2.2 [M18] [VISICS] [Report] – Robust SLAM-based localization: Details the algorithms used for the 
spatial localization of a UAV system. 
D2.3 [M24] [VISICS] [Report] – 6DoF camera relocalization: Details the neural network-based algorithm 
that allows context-based spatial relocalization. 
D2.4 [M24] [TELEMIC] [Report] – 3D network models and planning using UAV trajectories: Details 
the communication models for reliable UAV-specific wireless 3D aerial communication and the relevant 
trade-offs between link and routing when controlling mobility, height, and distance. 
D2.5 [M36] [TELEMIC] [Report] – Network slicing: Details the context-aware networking for different 
networks focusing on reliability or throughput. 
D2.6 [M36] [MICAS] [Report] – Integrated processor chip for efficient, scalable depth extraction and 
6DoF camera relocalization. 
Milestones 
M2.1 [M18] – Hardware setup ready for mounting on a drone and the Proof-of-Concepts in WP4. 
M2.2 [M18] – Algorithms for robust SLAM-based localization 
M2.3 [M24] – Algorithms for neural network-based 6 DoF relocalization 
M2.4 [M24] – UAV height and distance dependent communication model for WLAN and cellular. 
M2.5 [M36] – Network optimization and slicing for high throughput and high reliability. 
M2.6 [M36] – Hardware for depth extraction and 6DoF camera relocalisation 
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Main WP2 Risk: Crucial delay in one of the components hampering WP3 and final PoCs. 
Mitigation: This task builds the camera, initial communication solution, hardware and localization 
algorithms that are key to make the reliable OmniDrone system. If one the the technologies is delayed, or 
more challenging than anticipated, the final PoCs and ease-of-use software extensions in WP4 are at risk. 
Based on the expertise of the consortium, the camera is a crucial yet trivial task (only 2 PM) - it is 
considered no risk. The reliable communication is challenging, and if it would be too challenging, we will 
limit the range and scope of the PoC (i.e., instead of 90m we can limit the communication range to 40m or 
even less). The hardware block is important, but if impossible we will use off-the-shelf components and a 
heavier system. If the localization is too challenging, we will rely on GPS and only do outdoor experiments.   
Partner PM Role  
KU Leuven – TELEMIC 36 Modelling and inplementing 3D collaborative ad hoc networking. WP Leader. 

KU Leuven – VISICS  18 Robust SLAM-based localization and 6DoF camera relocalization. 
KU Leuven – EAVISE  7 Robust SLAM-based localization. 

KU Leuven – MICAS  18 Lightweight processing hardware, chip design, HW-SW co-design and integration  

UHasselt – EDM 2 Creating the hardware setup for mounting under a drone.  
 

Work Package 3: Easy-to-Use 720 degree  UAV System [WP lead: Visics] 
The goal of WP3 is to make the 720 degree UAV systems of WP2 easy-to-use, by making them 
smarter. This will be achieved by 1.) interpreting the incoming video stream, creating semantic awareness 
of the environment so that the system can help the operator during the flight, 2.) by adding increased levels 
of autonomy in the navigation tasks, 3.) by autonomously selecting the optimal communication strategy, and 
4.) by developing algorithms to merge multiple streams and determine the optimal viewpoint by post-
processing on multiple (sub-optimal) feeds. 
 

Objectives of this WP can then be summarized as: 
• Extract semantic information from the 720 degree video: scene type and person re-identification 
• Develop a safety component based on person and obstacle detection ensuring safety under all 

conditions 
• Learn to execute complex tasks autonomously, based on imitation learning 
• Develop an easy-to-use communication channel that self-configures and adapts to the situation 
• Develop an easy-to-use collaborative recording tool based on multiple omnidirectional recordings 

 

Task 3.1: [M13-M30] Semantic scene analysis 
Partners: EAVISE, VISICS	  
In this task we will analyse the recorded video stream online and add image interpretation as semantic input 
to the system. One task is person re-identification: to link two appearances of the same person with each 
other during person tracking. Because color-based person re-identification [92] has limited success from far 
viewpoints, we will extend this to active person re-identification in which the UAV actively flies towards a 
relative viewpoint around the person to maximise the chances of correct identification. Facial recognition 
can be used if relatively close frontal viewpoints can be reached, but re-identification can also be done by 
color or clothing.  
Another subtask is scene recognition, e.g. to distinguish indoor vs. outdoor, or to recognize different types of 
scenes such as office, kitchen, street, etc. A first challenge in this context relates to adapting and/or 
finetuning models that have been pretrained on standard (non 720 degree) images taken by humans from 
prototypical viewpoints to the type of data used in our setting (720 degree views taken from “random” 
locations). A second challenge we plan to address relates to a more finegrained scene recognition. For 
instance, rather than just recognizing a street scene, we aim for a classification at the level of scene elements 
such as street, pathway, etc. This involves a more detailed classification with sometimes subtle differences 
between categories.  
 

Task 3.2: [M25 – M36]: Ensuring safety 
Partners: EAVISE 
The in-flight safety of the UAV and its bystanders will also be ensured via the OmniDrone omnidirectional 
vision system. The omnidirectional nature of the 720 degree imaging output ensures that in all directions 
obstacles can be detected and collisions be avoided. Moreover, this full 3D scan of the environment of the 
UAV can be used to find a way around an obstacle. For personal safety, we will extend our previously 
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developed [93] vulnerable road user detection system for a truck’s blind spot for this set-up. Our aim is that 
we can virtually guarantee that the drone stays at a safe distance, and with a larger safety distance when the 
obstacle turns out to be a human being. In this task, we will spend effort to make these existing algorithms 
more robust, in order to reach a level such that these safety-critical components could be certified for use in 
aerospace. The results will be fed back to CiTiP, to see how a fundamental safety framework could be 
implemented, taking into account also the regulatory constraints.   
 

Task 3.3: [M19-M42]: Imitation learning for execution of complex tasks 
Partners: VISICS 
In a practical or commercial context, UAVs are often used to perform very similar tasks over and over again. 
This could be following a path without hitting obstacles, inspecting a windmill, flying around a museum for 
surveillance tasks, recording image sequences for 3D recordings of instances of a given object category, 
tracking a bicyclist from a particular perspective, making a dynamic video recording of visitors of an 
amusement park riding a new attraction, etc.  
Based on imitation learning, we will develop algorithms allowing the UAV to learn, from a set of recorded 
sequences with the corresponding manual control inputs, how to perform such tasks in a (semi-)autonomous 
fashion. For complex tasks, classification or even regression purely based on the current frame, as in [64], 
may not be sufficient. Instead, we will explore the use of memory networks and, possibly, re-inforcement 
learning. First, we will experiment with synthetic data in a virtual world, using Gazebo. In terms of real 
experiments, we will start with learning the UAV how to fly back along the same path executed before, with 
a gradual increase of the length of the path. Finally, we will learn to perform specific inspection tasks.  
 

Task 3.4: [M16-M42] Easy-to-use aerial communication 
Partners: TELEMIC 
To ensure smart and robust communication, we will design strategies that allow the UAV to decide 
autonomously about the most optimal (most robust) communication strategy, knowing also the predicted 
trajectory and hence future expected performance. Depending on the scene, mission, trajectory and 
application requirements, the UAV will autonomously decide between an ad hoc communication technology 
(IEEE 802.11) or cellular technology (4G) when available. High bandwidth video transmission can be 
delayed, to give priority to control information, and transmitted while the communication link is optimal. In 
addition to delayed transmission, deterministic ferrying is a novel option in robot networks, where mobility 
can be controlled. Determining the best location (in 3D) and time for transmission with the ferrying mode is 
studied in [41]. Here, the concept of delayed gratification is applied: The UAV decides when to move (and to 
delay transmission) and when to transmit based on the interplay of throughput, failure rate, and UAV context 
(such as cruise speed). While previous works only assume LOS coverage, and fail to consider application 
constraints, in OmniDrone the goal is twofold: (a) study the use of relaying to provide coverage where the 
cellular infrastructure is not available, and (b) study the trade-offs between application and mission trajectory 
and communication location. The study in this task will mainly be simulation based, although measurements 
of networks with up to 5 nodes will be targeted.  
 

Task 3.5: [M13-M42]: Collaborative recording  
Partners: EDM, VISICS 
With the given localized semantic information, we will calculate an ideal viewing direction (i.e. framing) 
based on the amount of available semantic information (potentially indicating characteristics of a 
person/object), the requested preferences (e.g. frontal/side view) and the physical possibilities in that given 
time frame, i.e. the spatiotemporal position of the relevant UAVs, providing a viewing position that 
maximally meets the given requirements by either an autonomous recognition algorithm or a director.   
In the best case, a camera viewpoint is requested that matches the physical location of a UAV, requiring the 
selection of the proper part out of the data structure representing the 360 degrees seamless stitched view. 
Because of the ‘seamless’ representation in a specialized format, this view needs to be corrected 
perspectively, as if captured by a regular camera. Nevertheless, in most cases a viewpoint will be required in 
an arbitrary position between the physical point-of-views of the drones. For example, semantic analysis can 
show that a given person or object is moving with a certain speed and that he/she or it will become occluded 
in a calculated timeframe for the current point-of-view. The smart UAV system should therefore be capable 
of notifying or autonomously deciding to smoothly change the viewing angle to another position, 
guaranteeing that this person or object stays framed within the rendered/captured output video stream. To 
realize this, this task will mainly focus on implementing novel view interpolation techniques between 
multiple 720 degree UAVs (i.e. between multiple omnidirectional footage) that are related to the path of 
interpolation. We will therefore also develop a ‘camera selection criterium’ that will be specifically designed 
to cope with the movements of the relevant UAVs and the specific viewpoints they capture.  
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Deliverables 
D3.1 [M30] [EAVISE] [Report] – Semantic scene analysis: Details the implementation of the person re-
identification as well as the scene recognition algorithms developed, provides an evaluation of the methods 
both in terms of accuracy as well as processing time. 
D3.2 [M36] [EAVISE] [Report, Software] – Person’s safety: A code package and documentation and 
evaluation report on the person’s safety system.  
D3.3 [M42] [VISICS] [Report] – Autonomous execution of complex tasks: Details the implementation and 
evaluation of the imitation learning experiments. 
D3.4 [M42] [TELEMIC] [Report] – Self-configuring aerial communication: Self-configuring wireless 
technology exploiting context information. 
D3.5 [M42] [EDM] [Report] – Collaborative recording:  Details the design of the camera selection 
criterium and the omnidirectional-based view interpolation algorithms.  
Milestones 
M3.1 [M36] – Person’s safety code package available 
M3.2 [M42] – Autonomous execution of complex tasks demonstrated 
M3.3 [M42] – Self-configuring wireless technology demonstrated 
M3.4 [M42] – Safety by vision experimentally verified 
M3.5 [M42] – Collaborative recording demonstrated 
 

Main WP3 Risk:  Crucial delay in one of the components hampering final PoCs. 
Mitigation: The most critical component of WP3 is the safety component. If its reliability turns out to be 
insufficient to totally guarantee person's safety in the final PoCs, we will 1.) rely more heavily on other 
sensors such as ultrasound, and 2.) fall back to other safety measures and protocols in the context of the 
different PoCs, such as the continuous availability of a pilot to take over in case of doubt.  
The other WP3 components (autonomous execution of complex tasks, self-configuration of aerial 
communication and collaborative recording) are all high-risk. However, while they all have clear added 
value to the PoCs, they are not critical components. For instance, learning new navigation tasks may require 
too much training examples to be practically viable. In that case, we will fall back to more general tasks that 
are shared among multiple applications (e.g. avoiding obstacles, following a person or other UAV, flying the 
same route again), so training examples can be gathered beforehand and shared over multiple use cases.  
 
Partner PM Role  
KU Leuven – TELEMIC 14 Smart ultra-reliable communication with controlled mobility. 

KU Leuven-VISICS 30 Scene recognition, autonomous execution of complex tasks. WP leader. 

KU Leuven -EAVISE 15 Development and experimental validation of the UAV safety system based on 
embedded vision 

KU Leuven - MICAS 0 / 

UHasselt – EDM 24 View interpolation over multiple 720 degree systems. 

 

Work Package 4: OmniDrone Proof-of-Concepts and Field Tests  [WP lead: Eavise] 
In this SBO project, the focus does not lie on prototyping or product development. Nevertheless integrating 
parts of the novel technology for dissemination and obtaining field measurements and evaluation, is of key 
importance for a strong interaction with industrial partners within the IAC and beyond and for valorization 
towards commercial use of the results. Because of the sheer amount of possible applications of camera-
equipped UAVs, we have to restrict ourselves to some milestone showcases (at M24, M36 and M48). Each 
PoC will result in a video for marketing purposes, and a detailed field test report for discussion in the IAC 
about integration in their products and defining follow-up research projects. In order to choose which cases 
this will be, we had extensive discussions with the IAC, converging in the choice of 4 valorisation cases, that 
will drive the PoCs.  
While the PoCs are by definition driven by the OmniDrone research partners, some IAC members already 
confirmed they can provide hardware or access to test sites, which will come in handy for these PoC 
demonstrators. That is why the IAC is heavily involved in this work package, both in the PoCs as in the 
valorisation reports, that start from the PoC and define the steps to be taken towards final integration in the 
IAC companies’ products.  
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Task 4.1: [M19-M24]: Research PoC 1: static traffic monitoring  
Partners: MICAS, all + IAC 
The first PoC demonstrates the static 720 degree system of WP1, integrating the work on realtime 720 
degree recording, involving partners MICAS, EDM and EAVISE, in the context of  traffic monitoring. The 
goal is a system where an operator can monitor the traffic at an intersection in realtime, selecting an arbitrary 
viewpoint and with persons highlighted in the video stream.  

Task 4.2: [M25-M36]: Research PoC 2: surveillance 
Partners: EAVISE, all + IAC  

In this task, a reliable PoC will integrate the 720 degree camera system from M24 on a UAV, and extend it 
with wireless communication and central localization and person detection, towards a safe and reliable 
(wirelessly connected and controlled) system, i.e., adding also the work of partners TELEMIC and VISICS.  
In this use case, the goal is to let a UAV autonomously patrol around and in a large building, replacing a 
human guard. The UAV must be able to navigate through a combined indoor/outdoor environment, where 
GNSS satellite localisation is failing. The task of the UAV is to detect and follow humans that are present, 
and send the video to a central server reliably where a guard or operator is present to trigger an alarm. For 
that, it needs both reliable (re)localisation of itself even in the absence of GPS signals and ensure the safety 
of itself and its bystanders. 

Task 4.3: [M25-48]: Research PoC 3: broadcasting 
Partners: EDM, all + IAC  
For the third PoC,, learning, auto-configuration and merging of multiple streams will be added to the PoC of 
Task 4.2. Focusing on the broadcasting case, at least three drones each equipped with a minimum of three 
4K ultra HD cameras will be effectively aired (and bought/developed). At the end of the project (Y4), an 
extensive full fledged PoC demonstrator will be held, demonstrating view interpolation between at least 3 
drones that generate “individualized” full HD video streams for a minimum of 2 subjects. In practice, 
initially (Y3) these results will be tested through simulation in software and ground-level recordings. But the 
performance of those resulting designs will be put to the test in a practical context during the final PoC 
demonstrator. While the content and the way subjects are captured has to be determined in discussion with 
the IAC, our ideal vision is to have a number of drones (ideally five or more) follow a peloton of race cars in 
the domain of Zolder, but we will consider a robot race on the KU Leuven test site as a fall back scenario. 

Task 4.4: [M37-M48]: Research PoC 4: inspection 
Partners: EDM, all + IAC  
Finally, the OmniDrone system will be demonstrated in the context of an inspection use case. The UAV will 
(semi-)autonomously perform an inspection mission and can generate one (or multiple) automatically 
framed/focused video stream(s) of specific pre-coded events/inspections. These streams are forwarded to a 
central inspection officer for real-time or off-line analysis. 

Task 4.5: [M19-M48]: Field test reports + IAC integration 
Partners: EAVISE, all + IAC 
While the outcome of Tasks 4.1-4.4 are the PoCs and their respective videos, this task will ensure that field 
tests of each PoC are obtained and the results are reported to the IAC. These reports will trigger discussions 
about maturity of the work, and necessary steps needed to be taken towards integration in the various 
products of the involved IAC members.  The outcome of this task will then be the integration and further 
R&D reports for each of the cases: static traffic monitoring in Y2, surveillance in Y3 and inspection and 
broadcasting in Y4.  

Deliverables 
D4.1 [M24] [MICAS][Report, Video] – Functional research PoC (static traffic monitoring): A report on 
the evaluation of the field test of the PoC, as well as a demo movie showing the technical achievements. 
D4.2 [M36][EAVISE][Report, Video] – Functional research PoC (surveillance): A report on the 
evaluation of the field test of the PoC, as well as a demo movie showing the technical achievements. 
D4.3 [M48] [EDM][Report, Video] – Functional research PoC (broadcasting): A report on the evaluation 
of the field test of the PoC, as well as a demo movie showing the technical achievements. 
D4.4 [M48] [EDM][Report, Video] – Functional research PoC (inspection): A report on the evaluation of 
the field test of the PoC will be delivered, as well as a demo movie showing the technical achievements. 
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D4.5 [M48] [all] [Report] – Project application files for follow-up research projects: The PoCs are 
mainly targeted towards concretizing the research results towards valorization with the IAC members. This 
will inevitably lead to bilateral follow-up projects between the researchers and individual IAC companies, of 
which the project application files form a final deliverable for this WP.  
Milestones 
M4.1 [M12] – 2 interaction moments with IAC to discuss objectives and field tests. 
M4.2 [M22] – lab scale test for the first PoC: static 720 degree system for static traffic monitoring 
M4.3 [M24] – field test for the first PoC: static 720 degree system for static traffic monitoring 
M4.4 [M34] – lab scale test for the second PoC: reliable UAV for surveillance 
M4.5 [M36] – field test for the first second PoC: reliable UAV for surveillance 
M4.6 [M46] – lab scale test for the third PoC: full fledged UAV for broadcasting a sports event 
M4.7 [M48] – field test for the third PoC: full fledged UAV for broadcasting a sports event 
M4.8 [M46] – lab test for the fourth PoC: full fledged UAV for inspection 
M4.9 [M48] – field test for the fourth PoC: full fledged UAV for inspection 
Main WP4 Risk: Integration of different state-of-the-art research results in a real-time demo can throw up 
many unforeseen difficulties delaying the process. 
Mitigation: The promised active participation of IAC members during the preparation of these PoCs gives 
the opportunity to exploit their broad technical practical expertise, taking away this burden from the research 
team. Above that, well-descibed interface specifications between different subparts will make integration 
more easy. Moreover, not every part must be running in real-time from the beginning. Especially for the first 
PoCs, much can be demonstrated from recorded data. 
Minor WP4 Risks: The access to chosen test sites for the field tests might be difficult, also for legal 
reasons. However, we can always fall back to our designated KU Leuven UAV test site in Lubbeek. Also, 
some IAC members have private UAV test grounds available. 
Partner PM Role  
KU Leuven – TELEMIC 6 Communication payload. 

KU Leuven- VISICS 8 Integration of imitation learning and 6DoF relocalization. 

KU Leuven – EAVISE 
12 

Specs definition with IAC; Facilitating the field demos; integrating developed 
technology from different partners; gathering field test data and evaluation. WP 
Leader 

KU Leuven – MICAS 12 Hardware integration 

UHasselt – EDM 
17 Taking the lead in realizing the broadcast PoC. 

  

Work Package 5: Regulation, Dissemination and Valorization [WP lead: EDM] 
 

This WP will create various OmniDrone valorisation opportunities and ensure their smooth execution, 
in parallel to the technical work towards valorisation done in WP4. Concretely, this task will ensure 
sufficient interactions with the IAC are planned, workshops are organized, meeting reports are generated and 
newsletters are written. This WP will also take care of the regulatory context, that will be followed up by 
research partner CiTiP, only active in this WP. Finally, dissemination activities and reporting of those 
activities are part of this work package. This WP will be lead by EDM, and at KU Leuven side supported by 
all PIs, CiTiP, our valorisation manager Greet Bilsen who will take care of the interaction with the IAC, and 
finally a second valorisation manager that will be hired by the consortium in Y3, after the first PoC, to 
actively ensure the follow-up projects after the PoCs are generated.  
 
Task 5.1:[ M1-M48]: Interaction with Industrial Advisory Committee 
Partners: TELEMIC, all 
The goal of this task is to take care of the interactions between the OmniDrone consortium partners and the 
Industrial Advisory Committee (IAC), consisting of (potential) users of OmniDrone technology. The IAC 
meetings and interactions, and structure and evolution of the IAC is explained in part 2 of this proposal. 
Extra meetings with IAC members will be scheduled on request. The contacts with the IAC and the 
organization of the meetings are the responsibility of the TELEMIC project coordinator, our valorisation 
manager Greet Bilsen, in close cooperation with the relevant representatives of the partners. For instance, the 
case leaders (see part 2) are taking up a very large role for each of their cases. 
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Task 5.2: [M1-M48]: OmniDrone valorisation board 
Partners: MICAS, all  
The most crucial part of this task is the setup and running of the valorisation board. As has been discussed in 
Part 2 of this proposal, this is an essential keystone to come to early and efficient valorisation of the project 
results by having an efficient valorisation strategy. In its totality the  board will meet at least once a year, 
identifying opportunities for new cases and discussing how the IAC should evolve.  More detail about this 
can be found in Part 2 of this proposal, Section 2.3.1. The valorisation board will be handled by Greet Bilsen 
of KULeuven - LICT. 
 
Task 5.3:  [M1-M48]: Regulatory constraints  
Partners: CiTiP, all 
This task is closely related to Task 5.1 and Task 5.2 (running the valorisation board), as the regulatory 
constraints will also be reported to the valorisation board and IAC.  It includes a concise overview and 
inventory of relevant existing legal side-constraints regarding liabilities, privacy and data protection, special 
drone-regulation on a national and European level and the responsibilities involved. Because of the expected 
impact of the ongoing developments with respect to data protection (new European General Data Protection 
Regulation) and standards for RPAS, a close watch of the impact of these on the project is needed, which 
will be implemented by means of a living document that will be used to update the consortium at relevant 
moments in time.  
 
Task 5.4 [M1-M48] Specific valorisation activities targeting the value chain 
Partners: EDM, all 
This task is closely related to Task 4.5 (Field Test reports + IAC integration). Where Task 4.5, however, is 
more related to the technical planning of the future R&D work needed to valorise the work, this Task 5.4 
relates to specific legal, intellectual properties or regulatory studies that need to be done. This also includes 
the execution of market studies, the elaboration of business plans, IPR studies, etc. More information on how 
this might be done in practice can be found in Part 2, Section 2.3.1. For this work, a second valorisation 
manager will be added once the bulk of the work is expected (after M24), so that the workload can be 
shared. An essential part of this task will also be the definition of follow-up projects with (clusters of) 
members of the IAC (and beyond), such as the various ICON and O&O opportunities discussed in Part 2, 
and/or highlighted by our IAC members in their Letters of Intent. 
 
Task 5.5 [M1-M48]: Dissemination of the project results 
Partners: EDM, all 
All partners will take care of maximal dissemination of the results without compromising their IP interests. For 
all partners this means a.o. that the results will be maximally published in PhDs, journals and on conferences. It 
is evident that each partner will support the others in their communication needs. At the end of the project an 
open concluding workshop will be held. During the project a web site will be maintained reflecting the 
project’s progress in terms of public results. More information on targeted dissemination activities can be 
found in Part 2, Section 2.3.1. 
Deliverables  

D5.1.a-d [M12, M24, M36, M48] [MICAS] [Report] Minutes of the IAC meetings 
D5.2.a-d [M12, M24, M36, M48] [MICAS] [Report] Minutes of the valorisation board meetings  
D5.3.a-b [M12,M48] [CITIP] [Report] Initial and  final report on regulation 
D5.4 [M48] [TELEMIC] [Report] Definition of follow-up projects  
D5.5 [M3] [TELEMIC] [Website] OmniDrone website  
D5.5.a-b [M24, M48] [TELEMIC] [Workshop] Mid + Final public workshop  
Milestones  

M5.1 [M3] OmniDrone external website launched 
M5.2 [M12, M24, M26, M48] Yearly meetings of the Industrial Advisory Committee   
M5.3 [M12, M24, M36, M48] Yearly meetings of the Valorisation Board  
M5.4 [M12] Regulatory constraints living document started 
M5.6 [M36] Minimum 2 collaborative follow-up projects submitted  
M5.7 [M50] Final public workshop held  

Valorisation risks and mitigation  

See Part 2, Section 2.3.2. 
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Partner P
M 

Role  

KU Leuven – TELEMIC 10 TELEMIC will closely cooperate with G. Bilsen and CiTiP to ensure all meetings 
and workshops are organized, sufficient valorization and dissemination is present, 
and the website is launched and updated in time. TELEMIC will hire a 
valorization coordinator in Year 4.  

KU Leuven-VISICS 2 VISICS will disseminate to conferences and look for valorization opportunities 
and follow-up projects 

KU Leuven -EAVISE 2 EAVISE will focus on the valorization of the developed computer vision 
technology towards industrial products and services in specific follow-up projects. 

KU Leuven - MICAS 2 MICAS will actively pursue valorization and dissemination of the hardware 
concepts developed in OmniDrone. 

KU Leuven - CITIP 6 CITIP will follow up the regulatory evolutions in and inform the consortium of 
important evolutions in the living document.  

UHasselt – EDM 2 Follow-up and feedback. WP lead. 
 

3.4.4 Gantt graph 

A Gantt chart giving an overview of the timings for the tasks and the major milestones is given. Timing of the 
milestones is mainly determined by the PoC timings summarized in Section 3.4.2. During the first year, mainly 
interactions with the IACs are targeted, although first result milestones are present as well (see e.g. WP1). By 
M24, a first major OmniDrone integrated PoC is targeted, including the integration of at least 2 OmniDrone 
components into a single experiment/demonstration. By M36, more results will be finalized and integrated 
together, resulting in a reliable PoC demonstrated in the context of surveillance . At M48, final PoCs for 
broadcasting and inspection are planned, including autonomy for self-configuring the system and multi-UAV 
solutions. This concludes the OmniDrone project.  
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3.4.5 General project risks and risk mitigation 

Risk	   Rating	  
/Impact	  

Risk	  mitigation	  

UAV	  regulation	  
moves	  in	  a	  
direction	  that	  will	  
make	  it	  very	  hard	  
to	  build	  the	  
envisioned	  
systems	  

Medium	  
/low	  

Regulation	  will	  be	  closely	  followed	  in	  the	  OmniDrone	  project	  (see	  role	  of	  CiITiIP).	  For	  the	  
valorization,	  regulation	  might	  be	  a	  risk,	  as	  the	  intention	  of	  companies	  is	  to	  build	  products	  that	  
can	  be	  used	  in	  the	  field,	  on	  various	  locations.	  While	  we	  are	  optimistic	  that	  this	  will	  be	  possible	  
(and	  so	  are	  most	  companies)	  we	  want	  to	  mention	  here	  that	  most	  of	  the	  outcomes	  of	  
OmniDrone	  can	  be	  valorized	  also	  beyond	  the	  UAV	  context	  (e.g.,	  communication	  radio	  maps,	  
embedded	  vision,	  multi-‐view	  cameras,	  …).	  	  	  

No	  UAV	  
manufacturing	  
expertise	  

Low	  
/medium	  

The	  consortium	  relies	  entirely	  on	  SoA	  for	  this.	  While	  the	  availability	  of	  good	  frames,	  on	  which	  
we	  can	  test	  the	  OmniDrone	  payloads	  and	  concepts	  is	  of	  key	  importance,	  we	  don’t	  think	  this	  will	  
be	  a	  bottleneck	  in	  the	  definition	  of	  the	  PoCs.	  

The	  consortium	  
objectives	  are	  too	  
broad	  to	  realize	  
the	  PoCs.	  
	  

Medium	  
/low	  

OmniDrone	  focuses	  on	  a	  lot	  of	  various	  aspects	  related	  to	  camera-‐equiped	  UAVs,	  going	  from	  
novel	  algorithms	  to	  communication	  to	  embedded	  processing.	  Also,	  various	  applications	  are	  
considered.	  While	  the	  focus	  is	  broad,	  we	  believe	  we	  have	  a	  strong	  group	  of	  researchers,	  each	  
top	  in	  their	  field,	  and	  by	  combining	  forces,	  we	  can	  really	  establish	  a	  leading	  position	  for	  
Flanders	  in	  this	  domain.	  The	  integration	  risks	  are	  low,	  as	  each	  group	  could	  already	  achieve	  
impact	  on	  their	  subdomain	  (communication,	  embedded	  processing,	  vision),	  and	  successful	  
outcomes	  will	  be	  there.	  Yet,	  joining	  forces	  allows	  going	  a	  step	  further,	  which	  is	  the	  true	  goal	  of	  
OmniDrone.	  To	  focus	  valorization,	  we	  have	  defined	  4	  well	  defined	  cases.	  	  

Flemish	  companies	  
are	  not	  interested	  
in	  the	  OmniDrone	  
solutions	  

Low	  /high	   The	  IAC	  includes	  interested	  industry	  partners	  from	  the	  whole	  vendor	  chain,	  from	  chip	  designers	  
(EASICS,	  ...),	  software	  providers	  (Luciad,...)	  and	  system	  integrators	  (DroneMatrix,	  ...)	  that	  have	  
shown	  a	  clear	  interest	  in	  the	  OmniDrone	  solutions.	  Through	  interaction	  with	  the	  IAC,	  possible	  
bottlenecks	  for	  future	  exploitation	  will	  be	  taken	  as	  much	  as	  possible	  into	  account	  and	  other	  
interested	  companies	  will	  be	  contacted	  during	  the	  project.	  

The	  project	  
consortium	  does	  
not	  have	  enough	  
UAV	  expertise	  

Low	  
/medium	  

A	  number	  of	  consortium	  partners	  have	  previously	  successfully	  worked	  with	  UAVs	  and	  have	  built	  
demonstrators	  with	  it.	  Moreover	  a	  number	  of	  companies	  in	  the	  IAC	  are	  building	  up	  a	  vast	  
experience	  on	  drones	  and	  will	  assist	  the	  OmniDrone	  team.	  As	  a	  last	  resort,	  the	  developed	  
technology	  can	  also	  be	  demonstrated	  separately,	  but	  this	  is	  not	  advisable.	  

No	  flying	  
permission	  can	  be	  
acquired	  for	  the	  
planned	  PoC	  tests.	  

Medium	  
/low	  

Next	  to	  the	  KU	  Leuven	  UAV	  test	  site	  with	  permanent	  flying	  permission	  that	  is	  being	  set	  up,	  we	  
also	  have	  access	  to	  other	  flying	  test	  sites	  of	  the	  IAC	  members.	  The	  tests	  can	  also	  be	  done	  
abroad,	  where	  less	  strict	  regulations	  apply.	  

3.4.6 Manpower Table 

Work Package Partner 1st year 2nd year 3rd year 4th year TOTAL 
0 KUL – TELEMIC 1 1 1 1 4 
  KUL – VISICS 0.5 0.5 0.5 0.5 2 
 KUL – EAVISE 0.5 0.5 0.5 0.5 2 
 KUL – MICAS 0.5 0.5 0.5 0.5 2 
  UHasselt – EDM 0.5 0.5 0.5 0.5 2 
1 KUL – TELEMIC 0 0 0 0 0 
 KUL – VISICS 0 0 0 0 0 
 KUL – EAVISE 11 11 0 0 22 
 KUL – MICAS 16 12 0 0 28 
 UHasselt – EDM 13 0 0 0 13 
2 KUL – TELEMIC 10 16 10 0 36 
 KUL – VISICS 5 4 5 4 18 
 KUL – EAVISE 2 2 2 1 7 
 KUL – MICAS 0 4 10 4 18 
 UHasselt – EDM 1 1 0 0 2 
3 KUL – TELEMIC 0 0 3 11 14 
 KUL – VISICS 6 8 8 8 30 
 KUL – EAVISE 3 4 4 4 15 
  KUL – MICAS 0 0 0 0 0 
  UHasselt – EDM 0 12 12 0 24 
4 KUL – TELEMIC 0 0 3 3 6 
 KUL – VISICS 0 2 3 3 8 
 KUL – EAVISE 0 4 4 4 12 
  KUL – MICAS 0 3 2 7 12 
  UHasselt – EDM 0 1 2 14 17 
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5 KUL – TELEMIC 1 1 1 7 10 
 KUL – VISICS 0.5 0.5 0.5 0.5 2 
 KUL – EAVISE 0.5 0.5 0.5 0.5 2 
  KUL – MICAS 0.5 0.5 0.5 0.5 2 

  
UHasselt – EDM 0.5 0.5 0.5 0.5 2 
KUL - CITIP 2 1 1 2 6 

TOTAL  71 87 71 73 318 
 

 

3.5. Project budget and requested support 
The project budget and requested support is given in the table below: 
 

 

Valorisation tasks (organizing valorisation board meetings, prices for organizing business competitions, market 
studies, etc.) will be co-financed using the financial contribution from the companies of the Industrial Advisory 
Committee.  All member companies of the Industrial Advisory Committee (of which 12 are SMEs) committed 
to a financial contribution to support the project. The money from these IAC member companies (estimated 
injected money: 40 k€) will directly be spent on valorisation tasks like (e.g. IAC meetings, public workshops, 
market studies) in order to let these companies maximally benefit from the injected money highlights the 
different activities to which we will devote these funds. 

Totals per partner during submission 

Partner Manmonths Personel costs 
(€) Other costs (€) 

Total (€) Requested 
funding (€) year 1 year 2 year 3 year 4 Total 

KUL-TELEMIC 12 18 18 22 70 346.007,50 159.666,67 505.674 505.674 

KUL-MICAS 18 20 12 12 62 216.396,67 183.333,33 399.730 399.730 

KUL-VISICS 15 15 15 15 60 254.080,00 146.000,00 400.080 400.080 

KUL-EAVISE 15 15 15 15 60 254.080,00 146.000,00 400.080 400.080 

KUL-ICRI 2 1 1 2 6 39.750,00 13.500,00 53.250 53.250 
Uhasselt-EDM 15 15 15 15 60 245.958,73 156.000,00 401.959 401.959 
Total (€)         318 1.356.273 804.500 2.160.773 2.160.773 

 

References 
 

                                                        
[1] https://www.uavs.org/index.php?page=what_is 
[2] D. Lowe, “Distinctive Image Features from Scale-invariant Keypoints,” Int. Journal on Computer Vision, 60(2), pp. 91–110, 
2004. 
[3] H. Bay, A. Ess, T. Tuytelaars, L. Van Gool, “Speeded Up Robust Features (SURF)”, Computer vision and image understanding, 
110(3), pp.346-359, 2008. 
[4] M. Brown and D. G. Lowe, “Automatic panoramic image stitching using invariant features,” International Journal on Computer 
Vision., 74(1), pp. 59–73, 2007. 
[5] J. R. Bergen, P. Anandan, K. J. Hanna, and R. Hingorani, “Hierarchical model-based motion estimation,” in European 
Conference on Computer Vision, pp. 237–252, 1992. 
[6] R. Szeliski, Computer vision: algorithms and applications. Springer, 2010. 
[7] X. Zhou, X. Luo, “An Efficient Video Panorama Constructing Algorithm Based on Color Invariant Features,” in Advances in 
Automation and Robotics, Vol.1, pp. 385–392, 2012. 
[8] A. S. Amini, M. Varshosaz, and M. Saadatseresht, “Development of a New Stereo-Panorama System Based on off-The-Shelf 
Stereo Cameras,” The Photogrammetric Record., 29(146), pp. 206–223, 2014. 
[9] X. Sun, J. Foote, D. Kimber, and B. S. Manjunath, “Panoramic video capturing and compressed domain virtual camera control,” 
in ninth ACM international conference on Multimedia, pp. 329–347, 2001. 
[10] M. Uyttendaele, A. Eden, and R. Skeliski, “Eliminating ghosting and exposure artifacts in image mosaics,” in Computer Vision 
and Pattern Recognition. vol. 2, pp. II–509, 2001. 
[11] A. A. Efros and W. T. Freeman, “Image quilting for texture synthesis and transfer,” in 28th annual conference on Computer 
graphics and interactive techniques, pp. 341–346, 2001. 
[12] H. Gu, Y. Yu, and W. Sun, “A new optimal seam selection method for airborne image stitching,” in IEEE International 
Workshop on Imaging Systems and Techniques, pp. 159–163, 2009. 
[13] Y. Gong, H. Xie, W. Xie, and Y. Lin, “Research of Image Stitching Method Based on Graph Cuts and Poisson Fusion.,” 
International Journal on Multimedia Ubiquitous Engineering, 9(10), 2014. 
[14] J. Chon, et al., “High-quality seamless panoramic images,” Special Applications of Photogrammetry, 2012. 
[15] P. Bao, “Image mosaics with wavelet domain seam-lines,” in 2011 IEEE Symposium on Computers Informatics, pp. 419–424, 
2011. 
[16] P. Burt and E. Adelson, “The Laplacian pyramid as a compact image code,” IEEE Trans. on Communications, 31(4), pp. 532–
540, 1983. 
[17] P. Pérez, M. Gangnet, and A. Blake, “Poisson image editing,” in ACM Transactions on Graphics, 22(3), pp. 313–318, 2003. 

 



29 |30 SBO OmniDroneOmniDrone - Part 3. 
 

                                                                                                                                                                                   
[18] A. Agarwala, M. Dontcheva, M. Agrawala, S. Drucker, A. Colburn, B. Curless, D. Salesin, and M. Cohen, “Interactive digital 
photomontage,” ACM Transactions on Graphics, 23(3), pp. 294–302, 2004. 
[19] A. Levin, A. Zomet, S. Peleg, and Y. Weiss, “Seamless image stitching in the gradient domain,” European Conference on 
Computer Vision,  pp. 377–389, 2004. 
[20] Y. Gong, H. Xie, W. Xie, and Y. Lin, “Research of Image Stitching Method Based on Graph Cuts and Poisson Fusion.,” 
International Journal on Multimedia Ubiquitous Engineering, 9(10), 2014. 
[21] J. Chon, et al., “High-quality seamless panoramic images,” Special Applications of Photogrammetry, 2012. 
[22] Y. Boykov and V. Kolmogorov, “An Experimental Comparison of Min-cut/max-flow Algorithms for Energy Minimization in 
Vision,” IEEE Transactions on Pattern Analysis and Machine Intelligence, 26(9), pp. 1124–1137, 2004. 
[23] R. Collins, “A space-sweep approach to true multi-image matching,” IEEE Conf. on Computer Vision and Pattern Recognition, 
1996. 
[24] M. Dumont, S. Rogmans, S. Maesen, and P. Bekaert, “Optimized Two-party Video Chat with Restored Eye Contact using 
Graphics Hardware,” Springer Communications in Computer and Information Science, 48(11), pp. 358–372, 2009. 
[25] P. Goorts, S. Maesen, M. Dumont, S. Rogmans, and P. Bekaert, “Optimization of Free Viewpoint Interpolation by Applying 
Adaptive Depth Plane Distributions in Plane Sweeping,” Tenth International Conference on Signal Processing and Multimedia 
Applications, 2013. 
[26] S. Rogmans, M. Dumont, T. Cuypers, G. Lafruit, and P. Bekaert, “Complexity Reduction of Real-Time Depth Scanning on 
Graphics Hardware,” International Conference on Computer Vision Theory and Applications, pp. 547–550, 2009. 
[27] J. D. Owens, et al. "GPU computing", Proceedings of the IEEE,  96(5) pp.879-899, 2008. 
[28] D. Kirk, "NVIDIA CUDA software and GPU parallel computing architecture",  Int. Symposium on Memory Management, Vol. 
7,  2007. 
[29] http://kyokojap.myweb.hinet.net/gpu_gflops/ 
[30] https://www.arm.com/products/multimedia/mali-gpu/index.php 
[31] S. N. Sinha, J.-M. Frahm, M. Pollefeys, and Y. Genc, "Feature tracking and matching in video using programmable graphics 
hardware", Machine Vision and Applications, 22(1) pp. 207-217, 2011. 
[32] J. Porter, M. Thomson, and A. Wahab, "Lucas-Kanade Optical Flow Accelerator", MIT 6.375, 2011. 
[33] B. Moons, and M. Verhelst, “A 40nm CMOS, 35mW to 270mW, precision-scalable CNN processor for run-time scalable 
embedded vision”, IEEE VLSI Symposium, 2016. 
[34] M. Monajjemi, S. Mohaimenianpour, and R. Vaughan, “UAV, Come To Me: End-to-End, Multi-Scale Situated HRI with an 
Uninstrumented Human and a Distant UAV”, Intelligent Robots and Systems, 2016. 
[35] F. De Smedt,  D. Hulens, and T. Goedemé. "On-board real-time tracking of pedestrians on a UAV." IEEE Conference on 
Computer Vision and Pattern Recognition Workshops, 2015. 
[36] P. Blondel, A. Potelle, C. Pégard, and R. Lozano, "Human detection in uncluttered environments: From ground to UAV view", 
3th IEEE International Conference on Control Automation Robotics & Vision, 2014. 
[37] P. Blondel, A. Potelle, C. Pégard, and R. Lozano,  "Fast and viewpoint robust human detection for SAR operations”, IEEE 
International Symposium on Safety, Security, and Rescue Robotics, 2014. 
[38] G. P. Fettweis, "The Tactile Internet: Applications and Challenges," IEEE Vehicular Technology Magazine, 9(1), pp. 64-70, 
2014.  
[39] X. Xu, H. Zhang, X. Dai, Y. Hou, X. Tao and P. Zhang, "SDN based next generation Mobile Network with Service Slicing and 
trials," in China Communications, 11(2), pp. 65-77, 2014. 
[40] M. Asadpour, B. Van den Bergh, D. Giustiniano, K.A. Hummel, S. Pollin, and B. Plattner, “Micro Aerial Vehicle Networks: 
An Experimental Analysis of Challenges and Opportunities”, IEEE Communications Magazine, 52(7), pp.141-149, 2014. 
[41] M. Asadpour, D. Giustiniano, K.A. Hummel, S. Heimlicher, and S. Egli, “Now or Later? Delaying Data Transfer in Time-
Critical Aerial Communication”, Ninth ACM Conference on Emerging Networking Experiments and Technologies, pp. 127-132, 
2013. 
[42] E. Yanmaz, R. Kuschnig, and C. Bettstetter, “Channel Measurements over 802.11a-based UAV-to-ground links”, IEEE 
GLOBECOM Workshops, pp. 1280-1284, 2011. 
[43] B. Van den Bergh, T. Vermeulen, and S. Pollin, “Analysis of Harmful Interference to and from Aerial IEEE 802.11 Systems”, 
First ACM Workshop on Micro Aerial Vehicle Networks, Systems, and Applications for Civilian Use, DroNet, pp. 15-19, 2015. 
[44] B. Van den Bergh, A. Chiumento, and S. Pollin, “LTE in the Sky:Trading off Propagation Benefits with Interference Costs for 
Aerial Nodes”, IEEE Communications Magazine, May 2016. 
[45] M. Azari, F. Rosas, KC Chen, S. Pollin, “Optimal UAV Positioning for Terrestrial-Aerial Communication in Presence of 
Fading”, submitted to IEEE Globecom, 2016. 
[46] H. Strasdat, et al., “Scale Drift-Aware Large Scale Monocular SLAM”, Proceedings of Robotics Science and Sytems, 2010. 
[47] G. Klein and D. Murray, “Parallel Tracking and Mapping for Small AR Workspaces”, International Symposium on Mixed and 
Augmented Reality, 2007. 
[48] C. Forster, M. Pizzoli, D. Scaramuzza, "SVO: Fast Semi-Direct Monocular Visual Odometry," IEEE International Conference 
on Robotics and Automation, 2014. 
[49] J. Engel, T. Schöps, D. Cremers , “LSD-SLAM: Large-Scale Direct Monocular SLAM”, Europ. Conference on Computer 
Vision, 2014. 
[50] D. Caruso, et al., “Large-Scale Direct SLAM for Omnidirectional Cameras”, Int. Conference on Intelligent Robots and Systems, 
2015. 
[51] J. Engel, et al., “Large-Scale Direct SLAM with Stereo Cameras”, Int. Conference on Intelligent Robots and Systems, 2015. 

 



30 |30 SBO OmniDroneOmniDrone - Part 3. 
 

                                                                                                                                                                                   
[52] A. Kendall, M. Grimes, R. Cipolla, “Posenet: A convolutional network for real-time 6-dof camera relocalization”, IEEE 
International Conference on Computer Vision, pp. 2938–29, 2015. 
[53] http://www.dji.com/product/phantom-3-pro 
[54] http://www.dji.com/product/phantom-4 
[55] http://3dr.com/solo-drone/ 
[56] http://www.lily.camera/ 
[57] http://hexoplus.com/ 
[58] http://gethover.com/ 
[59] http://www.skydio.com/ 
[60] http://www.asctec.de/en/uav-uas-drones-rpas-roav/asctec-firefly/ 
[61] http://www.intel.com/content/www/us/en/architecture-and-technology/realsense-overview.html 
[62] O. Russakovsky, J. Deng, H. Su, J. Krause, S. Satheesh, S. Ma, Z. Huang, A. Karpathy, A. Khosla, M. Bernstein, A. C. Berg 
and L. Fei-Fei, “ImageNet Large Scale Visual Recognition Challenge”, arXiv:1409.0575, 2014. 
[63] D. Eigen, C. Puhrsch, R. Fergus, “Depth Map Prediction from a Single Image using a Multi-Scale Deep Network”, Neural 
Information Processing Systems, 2014.  
[64] A. Giusti, J. Guzzi, D.C. Ciresan, F. He, J.P. Rodríguez, F. Fontana, M. Faessler, C. Forster, J. Schmidhuber, G. Di Caro, D. 
Scaramuzza, L.M. Gambardella, “A Machine Learning Approach to Visual Perception of Forest Trails for Mobile Robots”, IEEE 
Robotics and Automation Letters, pp. 661 - 667, 2016. 
[65] S. Ross, N. Melik-Barkhudarov, K. S. Shankar, A. Wendel, D. Dey, J.A. Bagnell, and M. Hebert, “Learning monocular reactive 
UAV control in cluttered natural environments”, International Conference on Robotics and Automation, 2013. 
[66] S. Ross, et al., “A reduction of imitation learning and structured prediction to no-regret online learning,” in AISTATS, 2011. 
[67] B. D. Argall, S. Chernova, M. Veloso, and B. Browning, “A survey of robot learning from demonstration,” RAS, 2009. 
[68] D. A. Pomerleau, “Rapidly adapting neural networks for autonomous navigation”, Advances in neural information processing 
systems, 3, pp. 429–435, 1991. 
[69] S. Hochreiter, and J. Schmidhuber, “Long Short-Term Memory”, Neural Computation, 9(8):1735–1780, 1997. 
[70] K. Cho, B. van Merrienboer, D. Bahdanau, and Y. Bengio. “On the properties of neural machine translation: Encoder-decoder 
approaches”,  arXiv:1409.1259, 2014. 
[71] W. Zaremba, I. Sutskever, “Learning to Execute”, arxiv:1410.4615v3, 2016. 
[72] http://www.hoverflytech.com/erista-8-hl 
[73] http://www.versadrones.com/#!heavy-lift-octocopter/c20vl  
[74] http://www.dji.com/product/spreading-wings-s1000-plus  
[75] https://nl.express.live/2016/01/20/nmbs-denkt-aan-mogelijke-inzet-van-drones-exp-218347/ 
[76] http://deredactie.be/cm/vrtnieuws/buitenland/1.1641218 
[77] https://www.service-drone.com/en/applications/surveillance 
[78] http://www.gizmag.com/uav-crop-dusting/27974/ 
[79] L. Calderoni, D. Maio, and S. Rovis, "Deploying a network of smart cameras for traffic monitoring on a “city kernel”.", Expert 
Systems with Applications, 41(2) pp.502-507, 2014. 
[80] S. Elkerdawy, A. Salaheldin, and M. ElHelw, "Vision-based scale-adaptive vehicle detection and tracking for intelligent traffic 
monitoring", IEEE International Conference on Robotics and Biomimetics, 2014. 
[81] M. Magrini, "Computer Vision on Embedded Sensors for Traffic Flow Monitoring," IEEE 18th International Conference on 
Intelligent Transportation Systems, 2015. 
[82] http://www.flir.com/traffic 
[83] http://www.trafficvision.com/ 
[84] S.-C. Huang, and B.-H. Chen, "Highly accurate moving object detection in variable bit rate video-based traffic monitoring 
systems." IEEE Transactions on Neural Networks and Learning Systems, 24.(2) pp.1920-1931, 2013. 
[85] W. Jiang, Z. Lu, H. Jin, and Y. Chi "A New Approach for Vehicle Recognition and Tracking in Multi-camera Traffic System." 
Algorithms and Architectures for Parallel Processing. Springer International Publishing, pp. 148-161, 2015. 
[86] K. Kanistras, G. Martins, M. J. Rutherford and K. P. Valavanis. "Survey of Unmanned Aerial Vehicles (UAVs) for Traffic 
Monitoring." Handbook of Unmanned Aerial Vehicles. Springer, pp. 2643-2666, 2005. 
[87] N. Kim Vladimirovich, and M. Alekseevich Chervonenkis. "Situation Control of Unmanned Aerial Vehicles for Road Traffic 
Monitoring."Modern Applied Science ,9(5), 2015. 
[88] T. Andre, K.A. Hummel, A. Schoellig, E. Yanmaz, M. Asadpour, C. Bettstetter, P. Grippa, H. Hellwagner, S. Sand, and S. 
Zhang, Application-Driven Design of Aerial Communication Networks”, IEEE Communication Magazine, Special Issue on 
Enabling Next Generation Airborne Communications, 2014. 
[89] S .Zhanget al. "How Far are We from Solving Pedestrian Detection?." arXiv:1602.01237, 2016. 
[90] B. Moons, M. Verhelst, “A 0.3-2.6 TOPS/W Precision-Scalable Processor for Real-Time Large-Scale ConvNets”, IEEE 
symposium on VLSI  circuits , 2016. 
[91] B. Moons, M. Verhelst, “DVAS: Dynamic Voltage Accuracy Scaling for increased energy-efficiency in approximate 
computing”, IEEE/ACM International Symposium on Low Power Electronics and Design, pp. 237-242, 2015. 
[92] A. Schumann and T. Schuchert, "Person re-identification in UAV videos using relevance feedback", IS&T/SPIE Electronic 
Imaging, International Society for Optics and Photonics, 2015. 
[93] K. Van Beeck, , and T. Goedemé. "Real-time Accurate Pedestrian Detection and Tracking in Challenging Surveillance Videos." 
10th International Conference on Computer Vision Theory And Applications. Vol. 3, 2015. 


